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Never mind what your mother told you. In your world of multiple platforms and databases, 
it’s not only okay to talk to strangers, it’s essential. That’s where z/XML-Host TM comes in. 
z/XML-Host makes it Easy for your mainframe 3270 applications to talk with any other 
platform using XML and SOAP-based Web Services. This includes .NET and Java 
applications–even Microsoft Excel can access your mainframe data Easily. 

And since z/XML-Host runs directly on your mainframe, you can meet strangers on the 
same day you complete the Easy installation.

Visit illustro.com/strangers and learn more. Even download a fully-functional 
version of the software to try for Free. 

Internet-enabling your mainframe with illustro’s z/XML-Host?
Now you’re talking!
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Just like Mr. Shultz here, if you continue to use the ol’ 3270 interface, you might need to 
find cardboard and a permanent marker. Your 3270 screens make your users “think” you
are using outdated technology. They expect an up-to-date interface or they just might 
take their business elsewhere. So if you don’t transform your 3270 screens quickly, you’re 
going to need to buy comfortable shoes.

With z/Web-Host TM you can transform any 3270 application into a rich, Web-browser inter-
face that anyone can access and understand without training. And as the first solution to 
deliver AJAX support for mainframe applications, z/Web-Host can even transform your 
interfaces so they function like a Windows application–all from a Web-browser.

Avoid standing in a busy intersection. Simply visit illustro.com/cardboard today and
experience a live demo of the software. We’ll even build a prototype of one of your 
applications absolutely FREE… within one week!

http://www.zjournal.com/redir.cfm?rid=612
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Upgrade to Save Money

B
oy, does that sound like an oxymoron! But that’s exactly 
what the Alabama Judicial Datacenter did by upgrading 
from a z800 to the z9. Don’t miss Mike Moore’s article, 

“Why the z9 and z/VSE 4.1 Make Good $ense.” In this article, 
Mike relates how stunned they were at the cost savings made 
possible by IBM’s dramatic changes to its pricing structure based 
on MSU ratings. (Hint: Be sure to compare IBM’s MSU ratings 
vs. other ratings that could be considerably higher—your OEM 
software vendors should be using IBM’s lower ratings, not some 
third-party’s higher ratings.) According to Mike, “We found 
some great products out there that do a better job than some of 

the products we used for years at considerably lower prices.”

Nasty Dog Cover
 One of the fun things I get to do is select the cover design for each issue of 
z/Journal and Mainframe Executive. I have the easy job; Martin Massinger, our 
terrific art director, does all the work of creating the designs for every article. 
After the artwork for all the articles is created, I attempt to determine the 
design that will make the most interesting cover. 
 This issue of z/Journal may be one of our most bizarre—but definitely atten-
tion-grabbing—covers yet. To tell you the truth, I had no idea what Kerberos 
meant when I first saw the title of Eric Rosenfeld’s excellent article. It turns out 
Kerberos is an authentication protocol, but what made it interesting to me is 
the root meaning of the word Kerberos—a mythological, three-headed watch-
dog who guarded the gates of Hades. As security icons go, I’d say the snarling, 
nasty Kerberos dog is perfect. 

Two Cool Movies to See
 Today, my son Blair and I took off early to see the long-anticipated movie, 
“Indiana Jones and the Kingdom of the Crystal Skull,” on its opening day here 
in Dallas. It’s a very entertaining movie that will leave you exhausted from its 
shear energy. Another really cool movie I recently saw is “Iron Man.” Both 
movies were great escapist entertainment, created with tons of computer 
graphics that appeared very realistic.   
 I hope you enjoy this issue of z/Journal!  Z
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a n d

Realities
	 Mainframe	 tape	 technology	 is	 alive	 and	

thriving	 in	the	data	center	as	organizations	discover	new	ways	to	 leverage	tape	in	

the	 context	 of	 their	 overall	 storage	 management	 strategies.	 This	 article	 explores	

some	common	myths	regarding	tape	usage	and	suggests	specific	ways	to	improve	

the	effectiveness	and	Total	Cost	of	Ownership	(TCO)	of	tape	storage.	

	 According	to	Fred	Moore,	president	of	Horison	 Information	Systems,	a	Boulder,	

CO-based	information	strategies	consulting	firm,	tape	usage	goes	beyond	backup	

and	 recovery.	 Tape	 storage	 also	 is	 being	 used	 to	 address	 regulatory	 compliance,	

archival	storage,	risk	management,	and	other	issues.

	 Unfortunately,	many	IT	organizations	are	still	laboring	under	several	popular	myths	

concerning	tape.	By	replacing	these	myths	with	the	corresponding	realities	and	best	

practices,	 these	 organizations	 can	 significantly	 improve	 their	 data	 management	 >	
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and operational efficiency—which is 
important as they grapple with a grow-
ing volume of information across the 
enterprise and budgets that don’t neces-
sary grow at the same pace.

tape Management Myths and 
Realities

 1: Tapes have a high TCO.
 Reality: Optimization and automa-
tion of tape assets can yield significant 
cost savings, save time and resources, 
and reduce overall tape TCO. 
Underutilization of tape, in particular, is 
the main driver to high TCO.
 Best practice: Virtual tape tech-
nology can reduce physical tape media 
requirements as utilization of physical 
tape capacity nears 100 percent. By 
managing fewer physical tapes, IT orga-
nizations can reduce floor space require-
ments, minimize manual tape handling 
and get maximum value from their 
investments in tape media and devices. 
Automation also ensures accuracy, saves 
time and improves productivity and 
effectiveness.

 2: Tape capacity isn’t keep-
ing up with demand.
 Reality: Tape capacities have con-
tinuously increased and will soon exceed 
1TB uncompressed.
 Best practice: Increasing effective 
storage utilization rates maximizes the 
returned value and useful life of tape 
media investments and can yield signif-
icant media cost savings. This can help 
eliminate or defer hardware purchases, 
while reducing the floor space needed 
for hardware. Less hardware results in 
lower environmental, vaulting and 
transportation costs.

 3: Tape media and drive reli-
ability are a problem.
 Reality: Both tape media and drives 
have shown consistent improvements in 
life expectancy and Mean Time Between 
Failures (MTBF). Tape media life expec-
tancy is now beyond 15 years and drives 
are rated into several hundred-thou-
sands of hours. Transfer rates also have 
improved throughput performance. 
While IT decision-makers can feel safe 
knowing that media will enjoy a long 
shelf life, the retention of older technol-
ogy is only financially prudent to a 
point. IT organizations ultimately must 
decide whether to keep older devices or 
implement potentially large migration 
projects to replace both media and 
devices.

 
 
 
 
 
 

  Best practice: Tape vendors rou-
tinely introduce technological advance-
ments to their products. IT 
decision-makers must plan and docu-
ment near- and long-term tape storage 
strategies to accommodate potential 
migrations to new technologies, 
responses to business issues such as 
mergers and acquisitions and redesigns 
of storage environments—such as site 
consolidation or reduction of physical 
tape libraries. Automated tape copy util-
ities will play a key role in hardware and 
software conversions, media consolida-
tions and electronic vaulting. They also 
can be used to migrate physical tapes 
into a virtual tape system.

 4: Tape storage makes it 
simple to integrate and manage technol-
ogy from multiple vendors.
 Reality: z/OS users can select IBM 
or Sun StorageTek for mainframe tape 
drives, media and tape libraries. 
Integration challenges in a heteroge-
neous infrastructure include different 
recording formats, no tape interchange-
ability, and manual tape management 
using niche tools or utilities. 
 Best practice: Media-neutral and 
vendor-neutral tape resource manage-
ment tools will reduce complexity by 
optimizing heterogeneous tape storage 
infrastructures without requiring exten-
sive training or knowledge. This can 
help IT organizations avoid being locked 
into a specific vendor’s proprietary 
hardware tape system.

 5: The best strategy is to 
eliminate tape and put everything on 
disk storage (DASD).
 Reality: Although some vendors are 
promoting tape replacement, tape is still 

the best solution for offsite storage in 
terms of efficiency, performance, and 
recoverability.
 Best practice: Tape remains the 
de facto technology to protect and 
archive data. Tape backup is a key part 
of the data lifecycle, protecting data on 
disk and later archived for disaster 
recovery and record-keeping policies. 
Generally, IT organizations should store 
and encrypt long-term or historical data 
on tape. Tape also should be used to 
capture periodic “snapshots” of all mis-
sion-critical data.

 6: It’ll be easier to access and 
read historical data years from now if 
it’s kept on disk.
 Reality: Merely replacing one type 
of media with another doesn’t ensure 
future recoverability. The ability to elec-
tronically store data in a way that will 
ensure its readability decades later has 
more to do with being able to document 
and use record and tape media formats.
 Best practice: IT organizations 
should establish committees that will 
identify and define specific policies and 
practices. When creating historical data 
files, for example, retention policies 
should mandate that copies of the 
record formats, existing source code 
and libraries be included with each 
type of file. This can be done by simply 
creating a “read me” Partitioned Data 
Set (PDS) member or file that contains 
this vital information. Another rela-
tively simple technique is to “group” the 
historical data by type or application 
during tape file creation, stacking and 
encryption. Some virtual tape solutions 
today provide the granularity required 
for grouping of like data. Virtual tape 
also can simplify the migration from 
old to new media formats using recycle 
processes that automatically copy from 
one media type to the next.

 7: It’s difficult to exploit new 
technologies using tape storage.
 Reality: Tape virtualization and 
encryption processing workloads are 
well-positioned to take advantage of 
IBM’s System z9 Integrated Information 
Processor (zIIP) and offload those tasks 
from a mainframe’s general-purpose 
processors.
 Best practice: The extension of 
zIIP-eligible workloads enables IT orga-
nizations to fully protect growing vol-
umes of business-critical data by using 
the zIIP processor to reduce Million 
Service Units (MSU) requirements and 
tape storage management costs.
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managing keys—especially as more 
devices that require key management 
are acquired over time. Other encryp-
tion key management challenges 
include: 

• The potential need to remount every 
tape created during the entire year to 
change keys or address expired ones

• Administering responsibilities for 
controlling and updating keys in a 
multi-vendor tape encryption and dis-
tributed environments—as well as 
ensuring appropriate tracking and 
backup

• Ensuring encryption keys used to pro-
tect historical data haven’t expired if 
the time comes to read the data

• Keeping track of keys in the event of a 
change in hardware vendors.

 Best practice: IT organizations 
should implement an automated key 
management system that consolidates 
and centralizes key management—
including all change, tracking, backup, 
and recovery processes—across multi-
ple vendors and z/OS tape encryption 
hardware. They also should consider 
implementing emerging software tech-
nologies that provide automated pre-
generation of encryption keys. A good 
key management system also will pro-
tect against the early expiration of keys.

 11: Simple encryption of 
tape data fulfills compliance with secu-
rity and risk regulations.
 Reality: Encrypting tape data 
doesn’t guarantee compliance. Data 
breaches also could involve historical 
data on older media. This could include 
data exposed during a move, or com-
promised by a rogue employee.
 A common misconception is to con-
sider an environment “compliant and 
optimized” on the first day of a project 
involving the implementation or 
upgrade to new tape technologies or 
compliance methodologies such as 
encryption. While such a tape environ-
ment may be secure and compliant 
moving forward, it’s certainly not fully 
compliant. Corporate managers also 
need to look backward and include his-
torical data into any total compliance 
tape strategy.
 Best practice: IT organizations 
should classify and group like data, 
copying and encrypting historical tape 
data that contain sensitive information. 
Software utilities that enable the copy-
ing and stacking of data—which keeps 
“metadata” information intact—are par-

ticularly useful for this purpose.
 A variety of scenarios should be 
considered in creating a total compli-
ance tape strategy, including:

• Any recall of historical data such as 
for quarterly or annual processing

• Transfer of tape media from one site 
to another

• Underutilized tapes occupying expen-
sive slots in a silo. 

conclusion
 Tape will continue to play a key role 
in the data center. In fact, z/OS tape 
technologists can continue to reduce 
tape storage costs even in the face of 
expensive devices by more efficiently 
using tape media. 
 IT organizations also can take a vari-
ety of steps to prevent interruption of 
business operations. Fast access to data 
contained on tapes is critical. So is the 
standardization of tape management 
tools. Plus, ever-changing IT environ-
ments make it essential to implement 
tools that are flexible and can be scaled 
to an organization’s specific needs. Data 
loss is unacceptable.
 Efficient utilization and management 
of new tape technologies and capacities 
can deliver peace of mind and greater 
business value. By better managing and 
automating key tape-related processes, 
IT organizations can mitigate risk, 
reduce TCO, fulfill compliance require-
ments, optimize security, and support 
“green computing” initiatives. Z
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 8: Tape encryption provides 
no business value.
 Reality: The business value provid-
ed by encryption can be measured in 
terms of protection from the negative 
publicity, loss of customers, fines and 
other consequences of a data breach. 
According to a 2006 study by the 
Ponemon Institute, the remediation of 
compromised data cost businesses an 
average of $182 per record—totaling as 
high as $22 million, $4.7 million on 
average, and no less than $226,000. 
Costs include legal fees, investigative 
and administrative expenses, stock per-
formance, customer defections, oppor-
tunity loss, public relations, and 
customer support costs.
 Best practice: Implementing a 
data encryption policy protects the busi-
ness against the potential serious conse-
quences of a data breach.

 9: Encryption key manage-
ment provides no business value.
 Reality: The business value of 
encryption key management can be 
measured in terms of protection from 
application outages that result from the 
inability to access encrypted data due 
to lost or corrupted encryption keys. 
While businesses can likely tolerate 
four to five hours of downtime before 
experiencing significant revenue loss, 
each hour of downtime can cost up to 
$25,000 or more when all costs associ-
ated with lost sales, wages, and produc-
tion are considered.
 Best practice: By implementing 
an automated encryption key policy, IT 
organizations can reduce the risk of 
application outages and data inaccessi-
bility due to missing or corrupted 
encryption keys by ensuring protection 
and availability of keys and digital cer-
tificates—and most important, fast 
recovery of encrypted data.

 10: Encryption keys are easy 
to manage.
 Reality: Encryption key manage-
ment using manual methods can be dif-
ficult. A simple keystroke error can be 
disastrous—as can a skipped or improp-
erly followed procedure. Such mistakes 
can lead to the inability to access mis-
sion-critical data and keep essential 
applications down for hours or days. So, 
while the management of encryption 
keys may not be a huge burden in terms 
of hours or difficulty, it’s essential that it 
be done systematically and consistently. 
IT organizations also can consider the 
long-term implication of manually 

mailto:Stefan.Kochishan@ca.com
mailto:John.Hill3@ca.com


ISAM’s Software Intelligence
Database is an industry-wide
resource tool to help you…

No company in the software asset management

industry has developed a more comprehensive

benchmarking database to help data center clients

minimize their software budgets.

With more than 7 million data points already in this

database, there is no greater tool available to help

software asset management teams measure and

implement improvements.

If you’re responsible for minimizing your company’s 

IT budgets, you will want to get to know ISAM and its

Software Intelligence Database.

software asset optimization

7701 France Avenue South, #200 •  Minneapolis, MN 55435  •  952-841-6330  •  isamgroup.com We Search. You Save.

©
2007 ISA

M
, Inc.

• Benchmark your software spend against
similar sized data centers

• Identify cost-effective software alternatives

• Identify redundancies

• Implement SAM best practices

ISAM Ad 03 zJournal  4/2/07  12:23 PM  Page 1

www.isamgroup.com


When moving 
existing legacy 
applications (or 

newly developed server 
applications) to a Service-
Oriented Architecture 
(SOA), you must consider 
the SOA solution’s overall 
objectives and problems that 
must be addressed.
 An SOA solution must 
help a business quickly 
respond to changes in the 
business environment and 
lower development costs 
through reuse of assets. 
Without this business agility, 
there’s much less reason to 
move to SOA. An SOA 
solution should make it 
possible to enhance an 
existing IT infrastructure, 
making it able to flexibly and 
quickly adapt, without 
disrupting current 
operations. The creation and 
publishing of services and 
message mitigation via 
Enterprise Service Buses 
(ESBs) provide this flexibility. 

Building a Service
 How well individual 
services are specified and 
realized (granularity) 
significantly impacts aspects 
of IT flexibility and business 
agility. The goal here is to 
provide and adhere to 
guidelines for specifying and 
realizing services that enable 
the SOA in your enterprise. 
A major emphasis is on 
decoupling service 
consumers from service 
providers. An underlying 
concept of decoupling is that 
changes to the service 
provider shouldn’t 
necessitate any changes to 
the service consumer. 
 To realize SOA objectives, 
the task of creating and 
modifying processes must be 
simplified and adhered to. 
Some problems process >

Do’s and 
Don’ts of 
Moving Legacy 
Applications 
to SOA
By Don Fowler
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implementers face are: 

• Selecting appropriate service opera-
tions (granularity) 

• Arranging to invoke the services with 
correct parameters such as Web 
Services Description Language 
(WSDL)

• Handling various possible responses, 
including error responses. 

 The quality of service design can 
significantly affect the ease of service 
integration. Significant impact on 
orchestrating a business process occurs 
based on design decisions such as:

• The names and number of services 
• Operations and parameters 
• The quality of documentation 
• The degree of interdependence 

between service operations. 

 Moving a legacy application to SOA 
requires addressing these issues.  

Granularity
 The granularity of a service is defined 
in terms of the number of service opera-
tions it should contain. An operation 
causes some business function, support 
function, or transaction to occur. 
 Granularity can be rated on a sliding 
scale from “fine-grained” to “coarse-
grained.” A coarse-grained service con-
tains multiple operations that perform 
pieces of complex business functions. A 
fine-grained service is a single opera-
tion that carries out the entire function. 
Each type of granularity may or may 
not be appropriate as a service in your 
organization. As with everything else in 
the world of IT, it depends. 
 How do you decide what constitutes 
a service? 
  There are at least five factors to con-
sider when designing services: 

• Number and type of operations 
• Cohesiveness of operations 
• Completeness of operations 
• Data integrity and validity before, dur-

ing, and after the service
• Reusability of the proposed service. 

 There’s no hard and fast rule for the 
number of operations in a service. The 
service needs to perform the number of 
operations required to satisfy the ser-
vice requester—no more and no less. 
 For a current consumer, it’s easy to 
create the service based on that con-
sumer’s particular and specific require-
ments. But, remember, we’re trying to 

make the service reusable for potential 
new consumers. Would the proposed 
service carry too much baggage in terms 
of functions for a new consumer? If so, 
what functions might be overkill?   
 A cohesive set of operations belongs 
together in one service because they 
provide a set of related functions. Think 
of the service from the service consum-
er’s perspective when assessing cohe-
sion. By considering the consumer’s 
perspective and addressing the consum-
er’s key use cases, you make the func-
tion of the service your focus.
 A service is complete if it provides 
every needed operation for the targeted 
consumer’s key use cases. These are a 
sequence of events, performed through a 
system that yields an observable result of 
value for a particular consumer. The 
“80/20 rule” applies here since 80 percent 
of the consumer’s usage is handled by 20 
percent of the system functions. That 20 
percent of the functions are what would 
be defined as a key use case and it’s an 
excellent starting point for cohesive, com-
plete service building. Take the other 
“nice to have” functions and develop addi-
tional services. A developer could then 
take the key use service and compose it 
with one or more of the nice-to-have ser-
vices to accomplish some new consumer’s 
requirements. For a good description of 
use cases and how to discover them, read 
Gary Ham’s article, “Four Roads to Use 
Case Discovery,” circa 1998. 
  Use the noun-verb naming conven-
tion for services and operations to help 
focus on the functional cohesiveness of 
the service interface. Simply ask: Is the 
verb something that the noun does? 
The service should be expressed as a 
noun and the operations named using 
verbs in phrases with clear business 
meaning. The business intention of the 
service should be clear, not just the out-

come. So, rather than maybe “update 
customer master record,” you might 
specify, “enable Internet statements.” 
 If granularity is too coarse, and you 
group together large numbers of opera-
tions in a single service, then this tends to 
increase the number of consumers for the 
service. So, if you perform maintenance 
or enhancements to that service, you 
immediately impact many consumers. 
 A service should usually be the unit 
of testing and release. 

Granularity Impacts
 So why else is the granularity of the 
service important? The most important 
consideration is the follow-on adminis-
tration of the services (see Figure 1). 
You must publish (register) your service 
to a registry that will let consumers:

• Find the service 
• Understand the terms of use
• Learn how to connect or bind the ser-

vice (via the contract)
• Execute the service (bind and invoke). 

 When an organization goes the route 
of fine-grained services, the administra-
tion becomes difficult because thou-
sands of services probably must be 
registered. The use of a plain Universal 
Description, Discovery and Integration 
(UDDI) or Lightweight Directory 
Access Protocol (LDAP) type of registry 
is insufficient to deal with proper cate-
gorizing and administering the volume 
of services. A consumer might find it a 
challenge to successfully find the ser-
vice. You must look at true SOA regis-
tries and repositories such as the IBM 
WebSphere Registry and Repository, the 
BEA AquaLogic Registry Repository, or 
the SOA Software SOA Registry or 
Repository. There are hundreds of ven-
dors selling such products. Some are 
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functionally rich and expensive; some 
are functionally poor and cheap. 
 The upside of fine-grained services is 
that a change to a service usually impacts 
only a small consumer community.
 Even the most coarse-grained ser-
vices will add up over time. So the regis-
try or repository is still a required item 
for proper governance of the SOA envi-
ronment. You can create an initial pilot 
SOA project without an extensive regis-
try or repository; a simple LDAP regis-
try will do nicely for a pilot.  

Services Equal Messages  
 Stop to consider that today’s SOA 
implementations heavily rely on Web 
services. Web services equate to mes-
sages across some transport mechanism 
(ESB, WAN, LAN, etc.). 
 Consider the challenge of moving to 
SOA a COBOL legacy application that’s 
been used for years and patched as each 
new merger or acquisition occurred—so 
much that the code is now pure spa-
ghetti and almost impossible to decom-
pose. To migrate this, you could rewrite 

the spaghetti into a new set of programs 
that each encapsulates a specific busi-
ness function using some modern lan-
guage. You could then assign each 
module as a service. This is a very fine-
grained approach and would cause 
administrative issues and be costly.  
 A better approach might be a façade 
service that, based on the consumers’ 
contracts, goes down one logic path or 
another in a single application object. 
This would leave the spaghetti pretty 
much alone until such time as it makes 
sense to re-engineer the application. This 
same technique also would be used when 
a single procedure in a service needs to 
be modified for a new consumer without 
impacting the old consumer.  
 Consider Figure 2, which comes 
from the NetObjectives Repository. 
Here, we’ve developed a Concierge 
Service that actually connects to one of 
three unique program paths, methods, 
or modules behind the scene. 
 When large procedural systems of 
extreme complexity or spaghetti code 
are required, we can create a “gateway 

routine” as a sort of Application Program 
Interface (API) that allows aggregation 
of many different parts of the system 
into a single logical service. This “gate-
way” routine makes the system easier to 
use, and is essentially the precursor to a 
façade in an object-oriented system. It 
isn’t strictly an analog; it’s an early ver-
sion of the pattern.
 In SOA view, the system would look 
more like Figure 3, where some services 
still link or call each other without Web 
services. This would usually be used for 
higher-performance applications. 
 The same direct link/call techniques 
should always be considered before 
making two interdependent functions 
separate services. The unnecessary 
overhead of Web services messages, 
XML translations, and message and 
transport layer security should be avoid-
ed unless there’s a compelling reason to 
make existing assets into a service.

Stateless?
 One of the premises of SOA is that 
services should, when possible, be state-
less. The instance of the service shouldn’t 
care what has occurred before its exis-
tence. In many legacy applications, state 
information was maintained between 
functions because of data integrity com-
mit and back-out requirements. 
 Sometimes, it’s impossible to avoid 
the requirement of maintaining state 
information, so you might either rewrite 
part of the application to store state 
information in the Web services mes-
sages or use a façade service. Figure 3 
shows “Existing 1” going directly to 
“Existing 7,” and both 1 and 7 using 
Existing 5. In this case, Existing 1 may 
start a database operation that’s finally 
committed in Existing 7.  

Conclusion
 Moving legacy applications to an 
SOA can fairly easily and quickly occur 
today with existing tools. The worst 
part is determining what makes an SOA 
service. This article has tried to provide 
concepts, ideas, and practical advice on 
how to determine your legacy applica-
tion’s SOA services. Z
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Why the 

z9 
& 

z/VSE 4.1 
Make 
Good 
Sense

A
s part of the Administrative 
Office of Courts for the State 
of Alabama, the Alabama 
Judicial Datacenter (AJDC) 

is always looking for ways to be more 
efficient and cost-effective. We’re con-
stantly evaluating new products, 
options, and ideas to see if we can ben-
efit from them. Because we’re a state 
government agency, money constraints 
force us to do more with less. Anything 
we can do to reduce costs is always well-
received and we have a long track record 
of getting good results when we do 
spend money. In almost every case, a 
hardware upgrade has resulted in 

reduced maintenance costs while boost-
ing performance and/or capacity. 
 We first saw this trend developing as 
we migrated from a 9221 processor to a 
9672 and then a z800. Each step gave us 
more capacity while reducing overall 
costs. We saw the same trend as we 
upgraded our DASD from multiple 
RAMAC Virtual Arrays (RVAs) to a 
single Shark. It was with this trend in 
mind that we started exploring the z9 
Business Class (BC) processor in the 
summer of 2006.
 The AJDC handles most of the appli-
cations and data that the Alabama court 
system uses for management and sched-

uling. We average 1 million CICS trans-
actions each week day and several 
thousand batch jobs daily. 
 These applications handle every-
thing from case management to child 
support payments, and are considered 
critical to the daily workings of the 
court system. With several thousand 
users needing system access, we must 
ensure anything we do to the system 
doesn’t negatively impact availability or 
performance. If we have an outage, the 
phones start ringing, and judges aren’t 
interested in technical details; they just 
want their data when they want it. Any 
changes we make to hardware or soft-
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ware must not have any negative impact 
on our users. 
 To handle the CICS loads, we run 
several transaction server regions con-
sisting of a single terminal-owning 
region, two application-owning regions, 
three file-owning regions, a single 
Interactive Computing and Control 
Facility (ICCF) region, and a single 
region that handles requests from our 
Open Database Connectivity (ODBC) 
software and the VSE Connectors. We 
have several dynamic partitions that 
handle different batch requests with 
varying levels of priority. Printing a 
payment receipt while someone is 
standing at a payment window will 
receive a much higher priority than a 
standard report or form. In addition to 
the CICS and batch applications, we 
also have several Transmission Control 
Protocol (TCP)-related partitions run-
ning, including two TCP stacks, eight 
TN3270 servers, one File Transfer 
Protocol (FTP) server, and VSE2PDF. 
We also route thousands of print jobs to 
individual printers as they’re requested 
from batch and online jobs. Maintaining 
or exceeding our existing level of per-
formance and availability must be a 
major part of any prospective upgrade.
 On the hardware side of any poten-
tial upgrade, we must ensure that any 
upgrades will work well with our exist-
ing hardware, which includes a Fiber 
Connectivity (FICON)-attached Shark, 
two Enterprise Systems Connection 
(ESCON)-attached laser printers, two 
ESCON-attached 3490 tape drives, four 
FICON-attached 3590 tape drives, a 
HYDRA controller attached through an 
ESCON converter, an ESCON-attached 
Cisco 7206, and an ESCON-attached 
2074. Our Open Systems Adapters 
(OSAs) are attached to a Cisco core 
switch over fiber connections. While we 
can periodically make a pitch for a new 
piece of equipment, we’d probably never 
be able to make wholesale changes to 
several pieces of equipment just to facil-
itate the upgrade of a single piece of 
equipment. 
 We considered all these aspects of 
our data center, user impact, environ-
mental stability and hardware compati-
bility before we contacted our hardware 
business partner to see if the z9 proces-
sor would fit our needs and meet the 
criteria to justify an upgrade. After get-
ting ballpark figures from our business 
partner, it was clear we needed to really 
look hard at replacing our existing z800 
with a z9. 
 As we dug deeper into the costs of 

the potential upgrade, it became more 
apparent that this had a chance to be the 
most cost-saving processor upgrade 
we’d ever proposed. The numbers looked 
so good we were almost afraid to 
approach management with what we 
were seeing. It took another week of 
crunching the numbers before we made 
the pitch for the processor upgrade. 
We’ve emphasized the Intel server plat-
form here and weren’t sure we could 
even get management to discuss a main-
frame upgrade, but the bottom-line sav-
ings were hard to ignore:

• The potential for a $4,508 reduction 
in monthly IBM software costs 

• A $120,000 reduction in maintenance 
the first year due to the warranty

• A $3,046 reduction in monthly main-
tenance after the first year. 

 We still had two years left on the 
purchase of the z800, so that balance 
was rolled into a new five-year plan. 
Our monthly processor payment 
increased from $9,889 to $13,000, but 
our overall net savings more than cov-
ered the difference. This is good news, 
but it gets even better when considering 
z/VSE 4.1.   
 In January 2007, we replaced our 
512 MIPS z800-003 with a 526 MIPS 
z9-U02 and have confirmed all our 
beliefs that this would be a great upgrade 
for us. We were already running z/VSE 
3.1.2, so there were no software issues 
when we upgraded. There were a few 
hardware differences. The z9 requires 
two 30-amp electrical circuits. The OSA 
cards in the z9 have LC duplex connec-
tors rather than SC connectors. All 
Input/Output Completion Ports 
(IOCPs) are defined as Logical Partitions 
(LPARs) now and they require the use 
of the PCHID parameter. 
 If you’re already on a z processor, the 
ESCON connectors are the same. If 
you’re on a non-z processor, the tradi-
tional ESCON connectors will require 
adapters that will convert the large con-
nectors to the smaller z connectors. The 
FICON cards in our z9 were Express 4s, 
which work well with the Express 2s in 
our SHARK and 3590s. We have two 
OSA E2s with fiber connectors and four 
OSA E2s with Ethernet connectors. An 
added bonus with the new OSAs is that 
they can be defined as an Integrated 
Console Controller (ICC) so we’ve been 
able to remove our 2074. 
 We replaced a three-engine machine 
with a faster two-engine machine and 
saw a marked improvement in perfor-

mance. The L2 cache in the z9 went 
from 8MB to 40MB and the I/O band-
width went from 6GB to 43GB. We 
reduced one of our nightly jobs from 13 
minutes to 2.5 minutes after the z9 
upgrade. We do see peaks of 80 percent 
utilization at times on the two engines 
but those are short-lived and we haven’t 
had any problems by dropping from 
three engines to two engines. Overall, 
we saw an improvement in performance 
and saved money. That certainly meets 
the criteria for upgrades that we men-
tioned earlier. 
 As pleased as we were with the hard-
ware aspect of our upgrade, we were 
interested in seeing what z/VSE 4.1 
would do for us. The biggest thing we 
saw was that VSE could now use up to 
8GB of processor memory rather than 
the 2GB limit in prior versions. We had 
always found it frustrating that the only 
way to use all 8GB of the memory in 
our processor was to use VM or LPARs. 
That wasn’t a viable option in our envi-
ronment, so we were stuck using a max-
imum of 2GB and wasting almost all the 
remaining 6GB. z/VSE 4.1 offered 64-bit 
addressing and immediately allowed us 
to define more real memory to our VSE 
image. With the additional memory, we 
no longer needed a page data set and 
were able to run with NOPDS defined 
in our start-up. z/VSE 4.1 also does 
away with Supervisor assemblies since 
there’s only one version and no options. 
In z/VSE 4.1, standard labels are exclu-
sively on VDISK now so they’re only 
loaded once at start-up. There were 
minimal problems with Original 
Equipment Manufacturer (OEM) soft-
ware vendors. A Fast Service Upgrade 
(FSU) from z/VSE 3.1.2 to z/VSE 4.1 
took about an hour with a fresh install 
taking 22 minutes from start to finish. 
While all these changes were nice, we 
were really interested in seeing what the 
Midrange Workload License Charges 
(MWLC) pricing would do for us.
 Again, the preliminary numbers 
were looking too good to be true but 
our first monthly invoice for IBM soft-
ware verified that this upgrade was 
going to have a tremendous positive 
effect on our monthly spending for IBM 
software. We saw dramatic drops in 
IBM software costs when we installed 
the z9:

• Our monthly IBM software costs 
went from $22,965 to $18,457 just 
by going to the z9 processor since 
the z9-U02 is rated at 73 MSUs. 
That helped us achieve the $4,508 
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reduction previously mentioned. 
• The upgrade to z/VSE 4.1 gave us an 

additional $6,139 savings per month 
for a total of $10,647 saved per 
month. 

• Our monthly IBM software costs for 
z/VSE 3.1.2 on the z800-003 were 
$22,965. Our monthly IBM software 
costs for z/VSE 4.1 on the z9-U02 are 
$12,318. That is quite a savings when 
it comes to our budget.

 While IBM has made huge changes 
to its pricing structure, some OEM soft-
ware vendors are using Gartner’s MSU 
ratings for our z9-U02 and have it rated 
at 85 MSUs rather than the 73 MSUs 
IBM has stated. We’ve actively sought 
vendors that agree with IBM’s ratings 
and have replaced software sold by ven-
dors that wanted to use the higher rat-
ings. Make sure you know what your 
OEM vendors can do for you (or to 
you) before you consider an upgrade. 
We found some great products out there 
that do a better job than some of the 
products we used for years and at con-
siderably lower prices.
 Obviously, the driving force for our 
hardware and software upgrades has 

been to save money and we’ve certainly 
accomplished that while increasing per-
formance and user satisfaction. An added 
benefit we’ve seen in upgrading to z/VSE 
4.1 is resources such as the VSE 
Connectors. While these resources are 
offered on other versions of z/VSE, we’re 
able to get better results by using the lat-
est version of z/VSE and the z9. Using 
software available on the z/VSE Website, 
we’re loading SQL tables directly from 
VSAM data sets using the VSAM redi-
rector loaders. The loaders allow editing 
and structuring of fields as the transfer is 
being made so the data is loaded into the 
table in the correct format. Rather than 
using FTP transfer to send a file to a 
server and loading a table in another 
step, we’re able to do it in one, high-
speed pass. Once the table is initially 
loaded, the VSAM Redirector keeps the 
table and VSAM data set synchronized. 
 We’re also using the CICS2WS utility 
to generate Web services that our C# 
programmers are using to reach our 
CICS applications. Sharing data between 
two platforms has never been easier. As 
we move toward using even more of the 
functions IBM has provided, we expect 
to be able to remove other pieces of 

OEM software; that should result in 
further cost savings.
 Upgrading our software and hard-
ware has been a big success for us. 
While everyone may not share the same 
savings we’ve seen because they’re not 
in the same situation we were in, it’s a 
good idea to take a look at what the bot-
tom line would be if you upgraded your 
processor and/or version of VSE. 
 IBM has made great strides in reduc-
ing the costs of its z/VSE 4.1 software. 
With all the new resources (Connectors, 
Web services, etc.) available at no extra 
cost, there may be an option that would 
fill a need previously handled by anoth-
er platform or is destined to be moved 
to another platform. In our case, the 
financial numbers were the selling 
point; the rest was gravy. Take a look at 
upgrading and see if it makes ”$ense” in 
your world. Z  
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H
ave you noticed that dynamic SQL is more popular 
today than ever before? 
  There are a number of factors contributing to the 

success of dynamic SQL today. Commercial off-the-shelf 
applications, such as SAP, Siebel and Peoplesoft, utilize 
dynamic SQL when DB2 for z/OS is used as the database 
server. In many cases, too, dynamic SQL is the default 
choice for in-house application development. Development 
of Java applications using an IDE that interacts with Java 
Database Connectivity (JDBC) can be simpler for 
programmers than building static applications from scratch. 
Applications that use JDBC and Open Database 
Connectivity (ODBC) will result in dynamic SQL. 
Furthermore, dynamic SQL is prevalent in most Web-based 
development projects. 
 This trend to embrace dynamic SQL is in stark contrast 
to the mindset of a decade or so ago when the prevailing 
rule was to avoid it at all costs. Of course, back then, 
dynamic SQL in a DB2 for z/OS environment typically 
meant COBOL programs engineered to use dynamic SQL, 
which isn’t as easy to code.
 It was the DBA group that created those rules about 
avoiding dynamic SQL, and usually for good reason. 
Dynamic SQL was unpredictable because it was built “on 
the fly” in the program, and it was more difficult to monitor 
and tune because it’s optimized at run-time, instead of 
beforehand during the BIND process. 
 Even today, the performance of dynamic SQL is one of 
the most widely debated DB2 issues. Some shops still try to 
avoid it, while many more place controls on its use. But 
most of the past concerns can be relegated to the dustbin of 
history. In this day and age, though, a strictly enforced rule 
of “no dynamic SQL” is unwarranted due to performance 
improvements made by IBM as well as the various flavors of 
static and dynamic SQL. 
 The differences between static and dynamic SQL have 
lessened over time. IBM has added various options and 
features that blur the differences between the two. Today, 
there are fewer hard and fast lines between what can be 
accomplished with dynamic SQL. There are various options 
now at your disposal to make static act more like dynamic, 
as well as to make dynamic act more like static.
 Dynamic SQL even can offer advantages over static SQL 
when it’s appropriately used. With dynamic SQL, access 
paths aren’t pre-determined at BIND-time, so DB2 can take 
advantage of the most up-to-date statistics to build more 
optimal query execution plans. And for queries having 
predicates written on columns with non-uniformly 
distributed data, DB2 can factor the host variable values into 

the access path criterion. This can produce performance 
improvements over static SQL, which has no knowledge of 
the host variable values. 
 Dynamic Statement Caching (DSC) removes yet another 
impediment to dynamic SQL performance. With DSC, DB2 
saves prepared dynamic statements in a cache. After a 
dynamic SQL statement has been prepared and is 
automatically saved in the cache, subsequent prepare 
requests for that same SQL statement can avoid the costly 
preparation process by using the statement that’s in the 
cache. 
 Of course, there are disadvantages to dynamic SQL, too. 
Whenever dynamic SQL statements are prepared and not in 
the DSC, total statement execution time increases. This is 
because the time to prepare the dynamic statement must be 
added to the overall execution time. And, keep in mind, in 
order for the dynamic prepare to be reused, the dynamic 
SQL statement must be exactly the same as the one that 
caused the prepared statement to be cached—even down to 
the same number of spaces in the text of the statement. 
 From the perspective of performance monitoring and 
tuning, dynamic SQL still can be more difficult to manage. 
For static SQL, the statement text is available in the DB2 
catalog and the access path information is available in the 
associated plan tables after binding with EXPLAIN(YES). 
There is no PLAN_TABLE that contains the access paths for 
dynamic SQL, nor is the SQL available in the DB2 catalog. 
For this reason, some DBAs view dynamic SQL as a 
performance black hole. Of course, you can EXPLAIN the 
statements in the DSC, and there are tools that allow you to 
shine a light into this darkness by capturing statements from 
the DSC and explaining them. 
 Error detection also can be problematic because dynamic 
SQL is compiled only at run-time; errors in the SQL 
statement may not be detected until it’s run. And, of course, 
authorization and security are more burdensome for 
dynamic SQL applications. For example, using dynamic SQL 
puts more responsibility on programmers to avoid security 
exposures, such as SQL injection attacks. But the bottom 
line is that dynamic SQL is a viable option for application 
development in the 21st century. It’s wise to avoid stringent 
rules that prohibit its use in your shop. Z
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The concept of reusable models 
is fairly common today. A con-
tractor building a house can 
choose from thousands of pre-

made blueprints. A dressmaker making a 
new outfit starts with a pattern. Software 
development uses patterns to promote 
reusable segments of code. Why then, do 
data modelers and database developers 
start from scratch when building data-
bases and data models? After years of 
activity in this industry, it seems there 
would be standard database designs for 
common concepts such as customer, 
product, organization, address, etc.
 A data model is essentially a design 
or blueprint of a database used to docu-
ment both the structure and definition 
of data and information. It describes 
how data is represented and what it 
means. With today’s businesses produc-
ing more digital information than ever, 
the ability to organize, standardize, and 
understand that information is critical. 
Recent corporate scandals involving 
incorrect financial data and resulting 
legislation such as Sarbanes-Oxley high-
light the need to have correct, traceable, 
and understandable information pro-
duced from an organization’s raw, dis-
tributed data. It’s easy to generate a 
financial statement from a database; it’s 
much harder to validate that the mean-
ing of the data is correct, trace the ori-
gins of the data, and validate that 
calculations performed on the data are 
consistent.

It ’s Good to Be Standard
 One way to promote standards and 
data consistency is to use common 
model templates, a pre-built model that 
has objects and definitions for a >

By Donna Burbank
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particular subject area or industry and 
can be used to jump-start a new devel-
opment effort or compare and validate 
against an existing one. One historic 
problem with data models is that those 
responsible for building them (mainly 
data modelers and database developers) 
have lacked a standardized template 
that would give them a head start and 
prevent them from reinventing the 
wheel each time they need to build a 
new data model.
 The bulk of the efforts to date to 
promote standard data models have 
centered on particular industries, espe-
cially financial services and healthcare, 
which have historically put a premium 
on their data investments. There also 
have been efforts to develop vendor-
neutral standards for particular indus-
tries, including healthcare and retail, 
but these large-scale efforts are often 
too broad or too expensive for the aver-
age developer who simply wants a stan-
dard definition for a particular entity 
(e.g., customer or product) or a sample 
model for just a portion of the business 
(e.g., accounts receivable). An entire 
industry model is overkill for many 
small organizations in terms of both 
price and scope.
 Without the benefit of standard data 
model templates, developers are often 
left to “do their own thing,” which can 
have serious implications, particularly 
for smaller businesses. The time and 
cost expenses are obvious examples of 
the negative impact of this approach. If 
an object has been built before and vali-
dated in other companies, why spend 
time reinventing it? Moreover, a com-
pelling reason for common templates is 
the promotion of standards within an 
organization or between organizations 
sharing data. While standards promo-
tion sounds rather dry, its value can be 
seen in an example that, unfortunately, 
we’ve all experienced. 

Inconsistent Models
 Let’s assume you have both a bank-
ing account and a credit card with a 
particular financial institution. You 
would think you can easily receive all 
your records on a single statement. But 
no! You receive a bank statement 
addressed to Jane W. Doe and a sepa-
rate credit card statement addressed to 
Jane Doe. How can they not know 
you’re the same person? While there 
are many organizational issues that may 
lead to this mix-up (e.g., disjointed 
processes, employee error, and lack of 
communication), a common problem 

lies in the data model(s) used. Because 
the credit branch and banking branch 
each created their own “customer data 
entity,” there was no standard way for 
them to track your customer informa-
tion. The banking “customer data enti-
ty” might be designed as shown in 
Figure 1 and the credit version might 
look like Figure 2. 
 The banking model contains a mid-
dle initial field; the credit model doesn’t. 
Seems like a harmless difference, but it 
can cause your banking and credit 
records not to be matched correctly, 
resulting in two statements. To a large 
financial institution, such errors can’t be 
found with a simple glance. Instead, 
they’re forced to “clean up the mess” 
with extensive data integration and 
master data management strategies 
involving analysis of both the data and 
structure of the data (metadata). These 
problems could be avoided by starting 
with a clean, consistently designed 
model.
 We’ve seen how differences in data 
model structures can cause harmful 
results. What if the data definition is 
incorrect? Again, such standardization 
sounds boring, but another example 
brings it closer to home. You’ve proba-
bly received a credit card application 
from a company with which you already 
have a credit card. Again, there are 
many organizational reasons that might 
cause this, but one core reason lies in 
mixed definitions of customer. To sales 
and marketing, a customer is someone 
to whom you market; the person cur-
rently doesn’t own the product and 
you’re trying to convince them to buy it. 
To accounting and finance, a customer 
is someone who has already purchased 
a product and is an existing customer. 
Mixing these definitions into a single 
entity can cause an existing customer to 
be treated as a prospective sale, result-
ing in your receiving both a statement 
and a marketing pitch.

Unique and Universal
 Many developers balk at the pros-
pect of standard templates, thinking 
their organization or use-case is too 
unique to fit a boilerplate pattern. While 
it’s true that each organization has 
unique data attributes specific to a par-
ticular industry or function, there are 
common attributes across most indus-
tries, such as name and address. 
 With data model patterns, unique 
attributes can still be added. For 
instance, a jeweler may need to add a 
ring size attribute to his customer table, 
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but the standard attributes, such as 
name and address, would be standard. 
Just like the dressmaker, a database 
developer can take a particular pattern 
and alter it to meet a specific need.

Applying Templates 
 Before beginning any development 
or refactoring effort, the database devel-
oper should try and use standard pat-
tern templates wherever possible—both 
industrywide and in the organization. 
Although many of the large standard 
models may seem overwhelming, 
remember that you may need only a 
subset of the full model; that makes it 
more manageable and cost-effective. 
Some vendors are even beginning to 
offer scaled-down standard models 
focused around particular subject areas, 
such as customer, product or specific 
functional areas such as accounts receiv-
able, human resources, etc. Several pub-
lished models come with pre-built data 
models you can load into popular data 
modeling tools. 
 Some such models are sold by sub-
ject area (orders, invoicing, accounting 
and budgeting, etc.) or as a superset for 
an entire organization. In addition, 
industry-specific models are available 
for the finance, healthcare, and telecom-
munications industries, among others. 
Some of these models start with a price 
tag as low as just more than $1,000 so 
even small- and medium-size business-
es can afford them. Larger organizations 
often choose larger, higher-priced mod-
els such as IBM’s financial services 
model, which normally come with con-
sulting costs for implementation, but 
can still show value in the long-run for 

large companies that can afford the 
upfront cost.
 It’s also important to reuse standard 
objects. Even data artifacts that are truly 
unique to your organization should be 
reused between various projects in the 
company. Implementing a common 
modeling tool with a repository for col-
laboration and data artifact sharing is an 
important step to reusing core objects 
and achieving standard structure and 
definition of those objects. Most quality 
modeling tools offer repositories that let 

you easily share core entities in this way.
 As more companies embrace the 
idea of standard templates for common 
objects, they’ll become more efficient 
and find it easier to share consistent 
information. Z
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Linux on System z

 Second, the basic design principle of “never modify 
vendor stuff ” is becoming more important as IT staffs 
shrink or age. The “component replacement” culture of the 
Windows world—if it doesn’t work, upgrade parts until it 
does—is both pervasive and well-understood by the less 
skilled. Packaging in an appliance format—often a Linux 
guest with pre-installed software—is calculated to produce 
both easier deployments and a “live demo” version that 
often can be used directly from the install media for testing 
or (in some rare cases) for real production use. 
 By putting together a unified, tested whole that’s the 
“application appliance,” a software vendor or developer can 
attack the development cost by basing the code on Linux, 
and also manage support costs—you always know exactly 
what operating system and patch levels are present in a 
customer system, and total replacement is less tedious than 
inventing (and operating) a formal patch process for the 
code. 
 Now, this does imply that application designers (this 
means you, IBM …) must be more disciplined about 
separating IBM code from operating system code, and both 
kinds of code from data. Most enterprise apps are 
surprisingly sloppy about this, which can be a problem with 
appliance deployment—you end up with bits of data in your 
code and vice versa—not a good scenario for total 
replacement service—but with patience and thought, these 
things can be worked out. 
 So where’s the link to Linux? In our case, the 
combination of a general-purpose operating system such as 
Linux into the appliance approach lets a vendor create a 
complete virtual machine that’s closer to “ready to work” 
than ever before. The cost of the additional operating 
system software is negligible, and you can test and support 
both application and operating system as one, particularly if 
you think of it as a starter system image (the starter system 
that Sine Nomine created for Novell is a good example) that 
one can grow from. I think we’ll see more of this type of 
thing in the near future, and it’s a good trend. Z 
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E
xpanding a bit more on the topic from my last column 
(April/May), the surprising introduction of z/VM as a 
strategic element of the z10 announcement opens a great 

deal  of discussion on the impact of Linux as both an 
application enabler and as a way to approach a more 
appliance-oriented way of thinking about system 
deployment. What I mean by appliance is this: a complete 
system—operating system, patches, and application—all 
rolled into a single, deployable container, and deployed as a 
single object—all batteries included. 
 The application enabler part of the Linux discussion is 
pretty easy to see in the growing number of commercial and 
non-commercial applications packages that are being ported 
from other environments such as Solaris and AIX to Linux 
on System z. The availability of a system that has common 
Application Program Interfaces (APIs) and interfaces on 
commodity and System z hardware provides a stable and 
compelling argument for a real “write-once, compile 
anywhere” application (a promise that, so far, Java hasn’t 
really delivered on very well—someday it might be 
instructive to ask your applications people how many Java 
implementations they actually support. The answer may 
surprise you.). The 800-pound gorilla enterprise 
applications such as SAP and Oracle are good examples, but 
we also see applications written for the LAMP (Linux, 
Apache, MySQL, PHP) software stack moving up the food 
chain to the bigger iron, gaining sophistication and polish as 
they appeal to more complex problems. 
 I think it’s the other approach—appliances—that 
probably have more mileage in the longer term. If we 
approach the idea of a total replacement from a vendor for 
an application, separating code from data by design, we gain 
some very interesting advantages from a support and 
maintenance perspective. First, the idea of taking a complex 
application out of the box and having it immediately 
minimally functional (can’t be perfect, but we can make 
educated guesses about good configuration) is a winner 
from a usability standpoint. Most big package 
implementations fail not because the software is badly 
written, but in the implementation—assembly of many 
pieces from multiple vendors using new techniques and 
skills that all have to work right the first time or the inertia 
of not generating gratuitous change will set in. An appliance 
is pre-integrated, with all the patches and service applied by 
someone who intimately understands both the problem and 
the process. 

More on the Linux/Virtualization Front
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In the context of computing, Kerberos is an authentication protocol that assumes a physically non-
trusted network. The most common view is that the heads represent the client, application server, 
and trusted third party. Kerberos addresses when a client wants to use a service of an application 

server. Secure applications require that the requester provide proof of identity across the network in a 
way that can’t be intercepted and then be used to impersonate the valid user. 
 The Kerberos protocol and the trusted Kerberos server are the center of this secure authentication. 
Strong symmetric key cryptography is used to protect the data sent between the client and application. 
The earliest versions of Kerberos were created as an integral part of MIT’s Project Athena. The fourth 
version of the protocol was broken out of the greater project and made available to other exploiters as 
Kerberos. The implementation discussed in this article is based on Version 5, which is the latest. 

Kerberos Terms
 The following terms are key to understanding Kerberos: 

• Key DiStriBution center (KDc) is the trusted third party that contains all definitions and creates all 
tickets. The KDC is comprised of two parts, the authentication server and the ticket granting server.

Kerberos on z/OS: Teaching 
an Old Dog New Tricks By ErIC

rOSENfElD

Kerberos, from Greek mythology, was a three-headed 
watchdog who guarded the gates of Hades. 
Anyone wishing to enter or leave had to pass this beast.
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trusted network. The most common view is that the heads represent the client, application server, 
and trusted third party. Kerberos addresses when a client wants to use a service of an application 

server. Secure applications require that the requester provide proof of identity across the network in a 
way that can’t be intercepted and then be used to impersonate the valid user. 
 The Kerberos protocol and the trusted Kerberos server are the center of this secure authentication. 
Strong symmetric key cryptography is used to protect the data sent between the client and application. 
The earliest versions of Kerberos were created as an integral part of MIT’s Project Athena. The fourth 
version of the protocol was broken out of the greater project and made available to other exploiters as 
Kerberos. The implementation discussed in this article is based on Version 5, which is the latest. 

Kerberos Terms
 The following terms are key to understanding Kerberos: 

• Key DiStriBution center (KDc) is the trusted third party that contains all definitions and creates all 
tickets. The KDC is comprised of two parts, the authentication server and the ticket granting server.
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• Principal is any entity that’s defined 
to the KDC. This includes users, ser-
vices, and trust relationships with 
other Kerberos servers. 

• Realm is the domain of the KDC, 
which contains all principal defini-
tions.

• Ticket is an encrypted authentication 
token used to assert the identity of the 
requester. It contains information 
regarding the user and application 
along with expiration data, so it can be 
used only for a pre-determined time. 
There are two types of tickets, Ticket 
Granting Tickets (TGTs) that assert 
the user’s identity, and service tickets 
that assert the user’s identity to a spe-
cific service. 

• Authentication Server (AS) is the 
part of the KDC that authenticates 
user principals and issues TGTs. A 
session key is generated for communi-
cation between the client and the 
Ticket Granting Server (TGS), which 
upon validating a TGT will generate a 
session key to cover the communica-
tion between the client and service 
and issue a service ticket.

• Kerberos Database (KDB) contains 
all data related to the realm.

• Keytab is a file containing keys for 
principals used in Kerberos authenti-
cation; this may be part of the KDB in 
some implementations.  

How Kerberos Works
 The Kerberos components work 
together as follows:

1. A client application prompts for the 
user principal and a password and 
builds a symmetric key to encrypt 
part of the request sent to the AS.

2. The AS uses the symmetric key 
stored in the KDB to decrypt the 
request. If that’s successful, a TGT is 
created and sent back to the client 
application.

3. The client now sends the TGT and 
service requested to the TGS, which 
creates and returns a service ticket. 

4. The client sends the request to the 
server application along with the 
service ticket.

5. The server application uses the key-
tab file to verify the service ticket, 
and then performs the service if 
authenticated. 

6. The client application can present 
the same service ticket to the appli-
cation server for the specified ser-
vice as many times as it likes as long 
as the ticket isn’t expired. Once it 
expires, the client will go to step 3 
and continue if it needs further ser-
vice from the server application.

 The environment in which the appli-
cations in an installation reside may go 
beyond the scope of a single KDC. If 
multiple KDCs control the environ-
ment, realm definitions can be made to 
allow the authentication of one KDC to 
be accepted by another. This requires 
setting up trust relationships between 
the two KDCs. In most implementa-
tions, this is one-way trust, so two defi-
nitions are required if each KDC is to 
trust the other.  
    There are services available that 
applications can take advantage of to 
make use of Kerberos or “Kerberize” 
their authentication. These are the krb5 
Application Program Interface (API) 
calls, but they’re complex and non-stan-
dard across all platforms, so another 

layer has been introduced to simplify 
the interfaces. This layer is known as 
Generic Security Services (GSS). These 
services define and implement the 
building blocks needed to exploit the 
Kerberos protocol. 

z’s Got a Ticket to ride
 Kerberos has been available since 
OS/390 Release 10 as the Network 
Authentication Service and can interop-
erate with other Kerberos V5 imple-
mentations such as the MIT reference 
implementation and Windows Active 
Directory. IBM has expanded it as part 
of z/OS. 
 Figure 1 illustrates how Kerberos is 
structured on z/OS. Many encryption 
methods supported in the reference 
implementation of Kerberos are sup-
ported on z/OS: 

• Two flavors of Data Encryption 
Standard (DES)

• Triple DES
• 128-bit Advanced Encryption Standard 

(AES)
• 256-bit AES. 

 The System Authorization Facility 
(SAF) and Resource Access Control 
Facility (RACF) are designed to work 
seamlessly with the Kerberos server 
and applications. RACF acts as the 
Kerberos registry. If RACF isn’t 
installed as the external security man-
ager, any SAF-compliant implementa-
tion should be able to provide the 
necessary functions.
 To enable this function, the adminis-
trator installs and customizes the 
Kerberos server and makes definitions 
in the security manager for:

• The realm itself
• Trust relationships with other realms
• Application servers
• Users defined to the realm
• Users who will be requesting service 

from this realm after authenticating at 
another trusted realm. 

 Once the definitions are complete, 
Kerberized applications make GSS-API 
function calls to perform the steps of 
Kerberos authentication. z/OS provides 
C methods and also SAF Assembler 
interfaces for this. The SAF-callable ser-
vice name that has the Assembler inter-
faces is R_GenSec.  

Our Dog at Play
 Now let’s look at some of the defini-
tions in more detail. Figure 2 illustrates 
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Kerberos is an important user 
identification and authentication 
technology used in many distributed 
computing applications.

an environment where we have two 
KDCs with a distributed Kerberized 
application. Figure 3 contains RACF 
commands that will be referenced in the 
text that follows.
 The first step is to define the profile 
for the local realm that contains infor-
mation about how this KDC is to oper-
ate. An RDEFINE command for the 
KERBDFLT profile in the REALM class 
provides this. The RDEFINE command 
for KERBDFLT defines the local realm 
with the name ZREALM.IBM.COM to 
allow ticket lifetimes ranging from 15 
seconds to 24 hours with a default life-
time of 10 hours if none is specified on 
the ticket request. This should be the 
first profile defined since subsequent 
profile definitions will depend on its 
existence. 
 Now we can define our user princi-
pals. In RACF, Kerberos principals are 
defined as RACF userids. The 
ADDUSER command for RACFUSER 
will define RACF identity RACFUSER 
and associate Kerberos identity kerbus-
er in the local realm. Each user princi-
pal to be defined to the local realm will 
require a KERBNAME. 
 We also may need to set up trust 
relationships with other KDCs. This 
will allow TGTs generated at one KDC 
to be accepted as authenticated at 
another KDC. You can accomplish this 
by defining a profile in the REALM 
class. The RDEFINE command for pro-
file /…/ZREALM.IBM.COM/krbtgt/
AREALM.IBM.COM will allow the 
KDC in ZREALM to build a TGT for 
the KDC in AREALM. If we need to 
have ZREALM accept AREALM TGTs, 
the profile /…/AREALM.IBM.COM/
krbtgt/ZREALM.IBM.COM also should 
be defined.
 Once we have a trust relationship 
defined, we also may need to have an 
association between the user principals 
defined to the other realms and RACF 
userids. These are called foreign princi-
pals. Profiles in the KERBLINK class 
will create these relationships. The first 
RDEFINE command for the KERBLINK 
class listed causes association of foreign 
user, auser, from AREALM to the 
ZREALM RACF identity, RACFUSER. 
We also can have all user principals 
from AREALM associate with one 
RACF identity. This would be accom-
plished with the second command. No 
commands need to be issued to create 
KERBLINK profiles for local principals. 
The ADDUSER and ALTUSER com-
mands handle this. 
 The z/OS platform also lets the user 
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Figure	2:	an	environment	with	two	kdcs	and	a	distributed	kerberized	application		

RDEFINE REALM KERBDFLT KERB(KERBNAME(ZREALM.IBM.COM) PASSWORD(xxx) MINTKTLFE(15) 
DEFTKTLFE(36000) MAXTKTLFE(86400))

ADDUSER  RACFUSER KERB(KERBNAME(kerbuser) )  

RDEFINE REALM /…/ZREALM.IBM.COM/krbtgt/AREALM.IBM.COM KERB(PASSWORD(xxx))

RDEFINE REALM /…/AREALM.IBM.COM/krbtgt/ZREALM.IBM.COM KERB(PASSWORD(yyy))

RDEFINE KERBLINK /…/AREALM.IBM.COM/auser APPLDATA(‘RACFUSER’)

RDEFINE KERBLINK /…/AREALM.IBM.COM/  APPLDATA(‘RACFUSER’) 

Figure	3:	racF	commands	for	kerberos

Kerberos is an important user 
identification and authentication 
technology used in many distributed 
computing applications.
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who has been authenticated via the 
Kerberos protocol to transform his 
Kerberos ticket into a traditional RACF 
authentication token (ACEE) so a 
Kerberos front-end can be put on a leg-
acy application and the functional por-
tion of the application won’t require 
updates. The only requirement is that 
the authentication portion of the appli-

cation use additional SAF services to do 
the conversion. Steps the application 
would take to accomplish this (see 
Figure 4) are:

1. Call gss_accept_sec_context or the 
R_ticketserv SAF service passing in 
the Service Ticket to get the Kerberos 
principal name of the user. 

2. Call the R_usermap SAF service 
passing in the local or foreign prin-
cipal name to get the RACF identifi-
er associated with it. 

3. Issue RACROUTE REQUEST=
 VERIFY service to create the RACF 

ACEE.

 After these steps are completed, the 
older application doesn’t need to know 
that Kerberos was used as the authenti-
cation mechanism instead of the meth-
od previously used. 

Conclusion 
 Kerberos is an important user iden-
tification and authentication technology 
used in many distributed computing 
applications. This old dog continues to 
learn new tricks. Z
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Compliance Options
gWEN	ThOMAs

The ROI of You

W
hen the economy is in trouble, all responsible leaders 
look at their organizations and expenditures and ask 
themselves, “Do we need this?” I’m guessing you don’t 

want your leader to look at you, ask the question, and 
answer, “No, I don’t.”
 What can you do about this? It’s hard to prove value 
when you’re working deep in the bowels of IT or data 
management. It can be even harder when you’re assigned to 
work on compliance efforts rather than “sexy” projects that 
are generally accepted as being important for the 
organization’s bottom line. And it can be especially 
challenging if you’re in a culture where value is defined in 
terms of Return on Investment (ROI).
 Although it’s hard, you can do it. If you understand the 
value of your contributions, and can express it using 
information that’s important to and will resonate with your 
leaders, then you can demonstrate your own personal ROI.
 First, of course, you need to understand how ROI is 
calculated. It’s a simple formula: 

ROI = (benefits – cost) x 100%

          benefits

In other words, you can calculate your ROI if you know just 
two numbers: the cost of the investment and the value of the 
benefit derived by that investment.
 In terms of your contributions, let’s think about what you 
cost your company last year. Caution; it’s more than your 
annual salary. When you consider benefits, time off, 
overhead activities, your share of administrators’ time, and 
the company’s cost to provide you with a place to work, the 
actual number may be as high as twice your salary.
   Now let’s take a portion of that number, say $50,000. During 
the amount of time that you cost the company $50,000, what 
was the value of the benefits you provided? If it was exactly 
equal to the cost ($50K), then the ROI for you is exactly 0 
percent [(50-50)/50 x 100%]! Not a ringing endorsement, is it?
 What if you provided $60K value in the same time 
period? Then your ROI would be 20 percent [(60 - 50)/50 x 
100%]. If you provided $100K value in the same time 
period, your ROI would be 100 percent [(100-50)/50 x 
100%]. And if you provided $200K value, the ROI for you 
would be 300 percent [(200-50)/50 x 100%]. 

Estimating the Value of your Contributions
 So how do you derive a number to show the value of your 
contributions? Those of us who work with data probably 
don’t have just a single project to point to. We touch a lot of 
efforts—and our contributions to them can add up.
 Executives look at three types of value:

• Increasing revenue or the value of assets
• Reducing cost or complexity
• Managing risk, ensuring compliance, or increasing their 

confidence in what they’re attempting. 

 Look at the first two categories first. Did you participate 
in an effort that’s getting credit for increasing revenue or 
managing cost? I’ll bet you did! What percentage of the 
project’s cost were you? How important were your 
contributions? Chances are, your efforts were a drop in the 
bucket, but delivered a lot of bang for the buck.
 It’s in the area of compliance, however, where your ROI 
might really be impressive. Nearly every organization has a 
mandate these days to protect data, whatever the cost. They 
do it because the cost of non-compliance is prohibitive. In 
other words, the ROI for compliance is very high.
 So maybe it’s time to take a new look at your status 
reports and elevator speeches about what you work on and 
what you accomplish. 
 You may actually think that designing, implementing, or 
executing data protection controls, managing permissions, and 
preparing reports for auditors is boring. But it’s possible that a 
company leader faced with a hard decision will look at what 
you contribute and be impressed with the ROI of you. Z

About the Author
gwen thoMaS is president of The Data Governance Institute and publisher of 
its Website at www.DataGovernance.com, of the DGI Vendor Showcase at www.
DataGovernanceSoftware.com, and of SOX-online (www.sox-online.com), the Vendor-
Neutral Sarbanes-Oxley Site. She has designed and implemented data governance 
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events. She is the author of the book Alpha Males and Data Disasters: The Case for Data 
Governance. Email: gwen.thomas@datagovernance.com
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Definitions for rOI 
• Return on Investment 
• Risk of Incarceration 
• Risk of Inaction 
• Risk of Investment Loss 
• Risk of Internal Control Deficiency 
• Risk of (Contractual) Infraction 
• Reaction of Investors 
• Risk of Inefficiencies 
• Risk of Ineffectual Data Practices 
• Risk of Impossible Odds of Succeeding With Planned Data-Related Projects 
• Risk of Individual Executives Being Fired Because They Couldn’t Follow   
 Through on Their Promises to Realize Value or Manage Cost/Complexity.
This was borrowed with permission from the Data Governance Institute Website at 
www.datagovernance.com.
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the reason you’re implementing the 
solution in the first place.  

2. Edge interfaces. Stay far away from 
solutions that communicate with a 
mainframe via edge interfaces. An 
edge interface is a way of accessing 
an application by using the interfac-
es provided by the host environment 
(in CICS these are ECI and EPI). 
These interfaces are generally inflex-
ible (the ECI interface supports only 
character data, while the EPI inter-
face implies screen-scraping). In 
addition, they tend to be poor per-
formers. An ECI call, for example, 
can add as much as 400 milliseconds 
to a transaction. What’s needed is 
communication with the applica-
tion’s internal interfaces. If a solution 
can speak only to the edge interface, 
then the integration options are lim-
ited, inflexible, and slow. Even worse, 
they may require reworking the 
mainframe applications. 

3. Middle-tier servers. Pitfalls 1 and 2 
are usually, but not always, caused 
by the use of middle-tier servers. 
Using middle-tier servers between 
the mainframe and its distributed 
clients or servers can introduce 
points of failure and performance 
bottlenecks, and can compromise 
end-to-end transaction visibility. 

4. Off-mainframe security or propri-
etary security. Traditionally, the 
mainframe has relied on its closed-
off nature for much of its security. A 
hacker would practically have to 
sneak into your data center to do 
any real damage. When you imple-
ment an integration solution, you’ll 
be opening your mainframe to 
potential threats from the outside 
world. While a mainframe will never 
be as vulnerable to threats as a dis-
tributed machine, you’ll still require 
robust security that’s adapted to 
securing a mainframe SOA. If a 
solution offers off-mainframe secu-
rity, you’re effectively entrusting 
your mainframe data center to a 
distributed operating system. 
Almost every day a new distributed 
vulnerability is exposed and dealt 
with; generally speaking, vulnera-
bilities are exposed when someone 
gets hacked. In addition, if a hacker 
can gain access to your network 
”between” your distributed security 
servers and your mainframe end-
points, then your mainframe appli-
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Top-10 Pitfalls 
of Mainframe 
Integration 
Into an SOA
B Y  J I M  C R E W

M any IT executives of the 
world’s largest corporations 
are at a crossroads; the path 
they take will set the course of 

IT over the next several decades. At the 
center of this crossroads stands the 
mainframe, a machine whose demise 
numerous experts predicted as occur-
ring in the mid-90s. Today, the main-
frame remains an essential computing 
platform, and organizations that have 
mainframes can feel confident about 
investing in them for the future.
 In every measurable way, running 
business logic on the mainframe is 
vastly superior to doing so on distrib-
uted machines, not only because the 
mainframe has a lower TCO, but 
because the mainframe is much more 
stable and reliable. The best way to 
illustrate this fact is to examine your IT 
logs and count the number of produc-
tion outages caused by mainframes vs. 
those caused by your distributed sys-
tems. Mainframes also offer stronger 
performance; the mainframe is opti-
mized for business processing. 
 Two related aspects of the main-
frame do, however, belong solidly in 
the past: its primitive interface and 
closed architecture. These problems 
have kept the mainframe from partici-
pating in the Internet revolution and 
becoming a part of a Service-Oriented 
Architecture (SOA). In addition, 
they’ve given some people the idea that 
mainframes are no longer useful 
because they’ve been eclipsed by dis-
tributed machines. Fortunately, that 
line of thinking is in the past and the 

need for integrating mainframes is 
widely accepted, due in no small part 
to the failure of distributed machines 
to offer anywhere near the same quality 
of service.  As a consequence, numer-
ous solutions have been created to 
address the mainframe integration 
issue.
 Chances are, if you’re reading this 
article, you already know all this, and 
you’re looking for the best way to solve 
this problem in your own shop. If you 
don’t fully understand the problem and 
the potential pitfalls that plague many 
existing solutions, you could wind up 
doing more harm than good. 
 To help you avoid making a decision 
that will steer your firm in the wrong 
direction, this article outlines the top-
10 pitfalls that can render a mainframe 
integration solution nearly useless, or 
even worse, detrimental. As you read 
this list, you’ll realize that most items on 
it are related; that is, one leads to the 
other. Without a true understanding of 
mainframe integration, failures are 
inevitable. 
 Here are the top-10 pitfalls of main-
frame integration:

1. Processing off the mainframe. 
Beware of solutions that do any pro-
cessing off the mainframe. The rea-
son you want to preserve the 
mainframe is because it’s faster, more 
robust, and more reliable. If a solu-
tion requires any sort of processing 
on a distributed machine, it will 
introduce points of failure and per-
formance bottlenecks and invalidate 



cations will be vulnerable. If you 
don’t want this to happen to you, 
stay away from solutions with off-
mainframe security and look for 
ones that enforce security behind 
the mainframe end-points. 

   Proprietary security isn’t flexible 
or adaptable. Standards are created 
for a reason, and standards-based 
security is the way to go—unless 
your environment is exactly the 
same as that of the solution provider 
and will never change or grow. That 
being said, solutions that offer the 
ability to extend the standards by 
incorporating your own business 
logic may offer additional benefits.  

5. Fat-client development. This pitfall 
can lead to an implementation night-
mare. Fat-client development appli-
cations really stress the outdated 
workstations that mainframe pro-
grammers typically use. Aside from 
the cost of upgrading their worksta-
tions, your IT services division won’t 
be happy they now have yet another 
complicated, performance-intensive 
application to install, monitor, and 
maintain. You can avoid this pitfall if 
you stay away from any solution 
without a thin-client/browser-based 
development environment.  

6. Ignoring human assets. What good 
is a solution that focuses on IT assets 
and ignores human ones? When 
looking for a mainframe SOA inte-
gration solution, look at how it lever-
ages human assets. Who does it task 
with exposing mainframe applica-
tions? Distributed programmers? If 
you had to go in for brain surgery, 
you wouldn’t want the hospital to 
assign a cardiologist to do it. It’s 
essentially the same thing; cardiolo-
gists and distributed programmers 
are great people and quite useful 
when assigned to tasks within their 
specialty, but assign a distributed 
programmer to expose a mainframe 
application as a Web service, or a 
cardiologist to cut open your skull 
and operate on your brain, and 
you’re asking for disaster.  

   A good solution will leverage 
human assets as well as technology 
assets. It will task mainframe pro-
grammers with creating Web services 
from mainframe applications and dis-
tributed programmers with incorpo-
rating those Web services into their 

distributed architecture. That’s put-
ting the right person on the right job.   

7. Uni-directional integration. If an 
integration solution focuses only on 
enabling the mainframe to act as a 
server to distributed clients, then you 
should look elsewhere. There are 
many cases where shops have incor-
porated mainframe SOA solutions 
only to find that the applications they 
try to implement involve the main-
frame acting as a client to some dis-
tributed service. This type of 
architecture is extremely useful in 
B2B applications. For the same rea-
sons previously discussed, these solu-
tions shouldn’t require any middle-tier 
servers (except maybe a proxy serv-
er). It makes little sense to incorpo-
rate a mainframe SOA solution that 
only enables your mainframe to play 
on one side of the SOA fence.

8. Lack of centralization. This refers 
not only to artifacts, such as WSDL, 
but also to the various metadata 
objects created during the Web ser-
vice build process. These metadata 
must be stored in a central reposito-
ry; otherwise, the work performed 
by a developer won’t be known to 
any other developer. For instance, if 
one programmer using a tool that 
lacks centralization develops a new 
Web service (based on some main-
frame application) at his worksta-
tion, all the metadata for that service 
will be stored only on his worksta-
tion. If another programmer is asked 
to make some minor change to the 
Web service, he will need to start 
from scratch, work from the other 
programmer’s workstation, or copy/
move the metadata to his own work-
station. Make sure the solution you 
select stores all associated metadata 
in a central repository to avoid these 
types of issues. In addition, that cen-
tral repository should have security 
in place to protect these metadata 
from unauthorized access.

9. Lack of end-to-end monitoring, 
integrated testing, and error log-
ging. Again, this can be a symptom 
of a larger problem, such as using 
middle-tier servers. If a transaction 
is lost in a gateway, you’ll probably 
have no way to figure out what hap-
pened to it. This also can be a result 
of doing one thing right and omit-
ting another. A solution can do all its 
processing on the mainframe yet not 

offer integrated monitoring and test-
ing tools. It’s true that there are 
already some very robust monitor-
ing tools on the mainframe, but not 
all of these tools are aimed specifi-
cally at an SOA implementation and 
may fall short of offering all the 
information you will need. It’s far 
better to have an integrated tool that 
can quickly and easily give you criti-
cal information. Integrated solutions 
also will help you better manage 
Service Level Agreements by provid-
ing a single place to view metrics 
such as requester’s IP address, 
request size, response size, elapsed 
time on the mainframe, abend con-
ditions, etc. Additionally, integrated 
testing tools will aid and simplify the 
verification of Web service opera-
tion both at development time and 
during problem resolution.

   In short, integrated monitoring, 
testing and logging tools are critical 
for the effective deployment and 
maintenance of your enterprise 
mainframe SOA environment.  

10. Doesn’t get the big picture. The 
mainframe provides a quality of ser-
vice that must not be compromised 
if a potential solution is to have any 
value. To truly leverage your invest-
ment in those big glowing machines 
and the people who operate and 
program them, you must integrate 
them into your SOA without com-
promising any of their advantages. 
Don’t introduce points of failure, 
don’t add performance bottlenecks, 
and don’t entrust their security to a 
tiny box. A solution created by peo-
ple who don’t understand main-
frames is bound to be plagued by 
dozens of hidden problems just wait-
ing to manifest  themselves. 
Regardless of who offers a solution, 
compare their product to the list of 
pitfalls, and if you can check off even 
one, look elsewhere. You’ll be happy 
you did. Z
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L
adies and gentlemen, it’s time to get involved with the 
legacy we will leave behind in the computing world. That 
legacy can’t be the end of an era, nor the loss of access to 

80 percent of the world’s data, nor the end of a technology 
that has been the major contributor to prosperity of the 20th 
and 21st centuries.
 The legacy spoken of is a human resource, and that 
resource is you, the aging mainframe professional. You’ve 
been the strength behind the platform for almost 50 years, 
and your time for major contributions is coming to a close. 
Time is your enemy, and you have one more very important 
project that must be accomplished before calling it a day or 
a career.
 The project is one of education and transition—the 
education of a follow-on force to perform in your place and 
an orderly transition from you to the future mainframers of 
tomorrow.
 Yes, over the last 10-plus years, there has been a small 
but steady influx of dedicated, talented professionals into 
our world. This has been a blessing, since we’ve done little 
to encourage them.
 That changed when IBM announced its IBM Academic 
Initiative System z (www.ibm.com/university/systemz), 
which is designed to provide educational opportunities for 
young, aspiring mainframe professionals. 
 SHARE also implemented a zNextGen project in 2005 
for the next generation of mainframe professionals. This is a 
great cause that everyone should become aware of and 
consider how they can be of assistance. Visit http://znextgen.
org/ for additional information. 
 What can you do to help attract this young talent to the 
mainframe profession? Please review the programs on the 
Websites noted and consider how you can support and 
enhance the effort. Yes, it’s time to get involved. We all have 
busy schedules, and carving out time to make a difference in 
this initiative just adds to your daily load, but this cause is 
worthy of your time.
 The majority of us didn’t get where we are without help 
from a mentor or mentors. Now it’s our turn to mentor not 
just an individual, but a whole generation. And yes, they will 
replace us.
 Our success in this endeavor will be measured by how 
seamless the transition occurs and by the accomplishments 
of the next generation of mainframe professionals. Think of 
it as another Year 2000 opportunity. If we’re as successful as 
we were with Y2K (and we should be), then few will 
understand or realize the effort expended and the disaster 
avoided. Like Y2K, it’s enough that the problem was 
identified, knowledge was applied, and a solution was 

implemented in time and on time.
 In keeping with this initiative, WAVV and SHARE 
recently invited both high school and college teachers and 
students in the cities where their annual meetings were held 
to attend their conferences.  
 The teacher/student visit at SHARE in Orlando in 
February was well-attended, and everyone was very 
complimentary of the effort by IBM and SHARE in hosting 
the event. SHARE attendees were impressed by the students’ 
interesting and informed questions. By any measure, this 
event was a great success.
 The IBM/WAVV college and high school event in April 
was the first for WAVV and was well-attended. The WAVV 
program included a visit to the WAVV vendor exhibit and 
the opportunity to sit in on WAVV education sessions. The 
students and teachers asked excellent questions of the 
vendors in the exhibit area and were treated to an in-depth 
view and discussion of the new System z10 server. Copies of 
z/Journal and Mainframe Executive were handed out and 
several vendors had special giveaways for the attendees.
 All the students and teachers in attendance were a credit 
to their institutions; they asked informed questions and 
showed a genuine interest in information on the technology. 
The program was so successful that IBM, along with WAVV 
and SHARE, will offer the special teacher/student programs 
at their next conferences. Please monitor the IBM, SHARE, 
and WAVV Websites for information.
 With IBM, SHARE, and WAVV participating in the 
knowledge transfer to the next generation, the program is 
under way. It’s now time for each of us to invest in the next 
generation by contributing our time, knowledge, and effort. 
Your assistance to local education institutions is just as 
important as the events we’ve discussed. And your 
participation through user groups, industry publications, 
and industry vendors also is invaluable. 
 Welcome to the “Mainframe Knowledge Express” project 
for future generations. Volunteer, participate, and help 
change the world with your efforts. 
 Participation in the IBM/SHARE/WAVV teacher/student 
visits was a personal highlight for many of us old mainframers. 
Here’s hoping that you, too, soon can say the same.
 Thanks for reading the column; see you all in the next 
issue. Z 
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D
ecision support has always 
been in DB2’s genetic make-
up; it’s just been a bit reces-
sive for a while. It’s been 

evolving over time, so suggesting DB2 
for z/OS for your database warehousing 
shouldn’t be a surprise. Today, DB2 for 
z/OS is a real warehouse contender and 
you should be giving it some serious 
consideration—again. Recall the origi-
nal DB2 announcement materials from 
June 7, 1983, which said: “DB2 offers a 
powerful new data base management 
system for use where business and appli-
cation requirements and data structures 
are subject to frequent changes. … As 
such, DB2 may be used to address deci-
sion support systems as well as tradi-
tional application areas.”
 Decision Support Systems (DSS) are 
still actively used today; they contribut-
ed to the need for a data warehouse.

 When DB2 became generally avail-
able in 1985, it was initially difficult to 
convince customers to use it for Online 
Transaction Processing (OLTP). At that 
point, many customers thought DB2’s 
only purpose was decision support and 
information centers. Decision support 
prompted talk about warehousing and 
Business Intelligence (BI). It took a few 
years for DB2 to evolve into the transac-
tional support database manager it is 
today. DB2 is more ready for your data 
warehouse today than ever before.
 DB2’s recently renewed presence in 
the warehouse world isn’t coincidental, 
nor is it just DB2 trying to re-establish 
itself. Warehousing has been changing. 
Instead of determining what happened 
in the past, customers want to use all 
that information to make immediate 
decisions today. Instead of making 
information kept in the warehouse 

available to just a few, it’s being lever-
aged by larger numbers of customers, 
including their customers. The focus is 
getting the information to the correct 
person when that person needs it. 
Information must arrive rapidly and 
accurately. It’s starting to sound a lot 
like OLTP, isn’t it? What better DBMS 
than DB2 for z/OS to satisfy these mod-
ern challenges.  
 Before evaluating DB2’s usefulness 
for warehousing, let’s establish some 
terms. Webster’s New Millennium 
Dictionary defines a data warehouse as 
“a computer system that collects, stores, 
and manages large amounts of data for a 
company, to be used for business analy-
sis and strategy.” DB2 for z/OS definitely 
satisfies this definition. That same dic-
tionary defines BI as “a broad range of 
applications and technologies for gath-
ering, storing, analyzing, and providing 
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access to data to help make business 
decisions.” DB2 helps with BI, but needs 
additional application support for this 
area and gets it from Cognos (an IBM 
company), IBM DataQuant, and DB2 
Alphablox. 
 Your data warehouse is how you 
store the data; BI is how the data is ana-
lyzed. Both are integral parts of a com-
prehensive solution. BI applications 
serve no purpose if they have nothing 
to analyze and a data warehouse is of 
little use without the tools to interrogate 
the information it contains. 
 Finally, this article assumes that the 
terms data mart, Operational Data Store 
(ODS), and DSS are all similar to the 
data warehouse concept and are some-
times used in conjunction with, and 
sometimes in place of, the term data 
warehouse.

DB2’s Effect on your Warehouse
 Enhancements in DB2 Version 8 
support data warehousing and associat-
ed analytics. DB2 9 for z/OS could 
improve your warehouse experience 
even more. The latest version continues 
a tradition of progress that’s worth 
briefly reviewing.  
 DSS support has been improved in 
some way with every release of DB2. 
Here are some highlights:

• DB2 V2.1 introduced Resource Limit 
Facility (RLF), which lets you con-
trol the amount of CPU that a 
resource, in this case a query, can 
actually use. This is for dynamic 
SQL that will probably make up 
most of the warehouse SQL work-
load. This can be critical in control-
ling system resources, and RLF also 
can help you control the degree of 
parallelism obtained by a query. 

• DB2 V3 delivered compression, which 
still has a major, immediate effect on 
data warehousing. Enabling compres-
sion for tablespaces can yield a signifi-
cant disk savings. In testing, numbers 
as high as 80 percent have been 
observed, though your mileage will 
definitely vary.  

• DB2 V3 introduced I/O parallelism. 
With this first flavor, multiple I/O 
could be started in parallel to satisfy a 
request.

• DB2 V4 introduced CP parallelism, 
which allowed a query to run across 
two or more CPs. A query could be 
broken into multiple parts and each 
part could run against its own Service 
Request Block (SRB), performing its 
own I/O.

• DB2 V4 also introduced data sharing, 
which can be an asset in a warehouse 
environment. It allows access to the 
operational data by the warehouse and 
analytics yet still lets you separate 
those applications into their own DB2, 
reducing the chances of the warehouse 
activity impacting operational trans-
actions. 

• DB2 V5 introduced sysplex query par-
allelism, which runs within a parallel 
sysplex and requires DB2’s data shar-
ing. A query is run across multiple 
CPs on multiple Central Electronic 
Complexes (CECs) in the parallel sys-
plex. Although there’s some additional 
CPU used for setup when DB2 first 
decides to run a query in parallelism, 
there’s a correlation between the 
degree of parallelism achieved and the 
elapsed time reduction. There also are 
DSNZPARMs and bind parameters 
that need to be set before parallelism 
can be used. 

 With those as highlights in DB2’s 
evolution, let’s review in greater detail 
two key concepts, compression and par-
allelism: 

Compression: DB2’s compression is 
specified at the tablespace level, is based 
on the Lempel-Ziv lossless compression 
algorithm, uses a dictionary, and is 
assisted by the System z hardware. 
Compressed data also is carried through 
into the buffer pools. This means com-
pression could have a positive effect on 
reducing the amount of logging you do 
because the compressed information is 
carried into the logs. This will reduce 
your active log size and the amount of 

archive log space needed. Compression 
also can improve your buffer pool hit 
ratios. With more rows in a single page 
after compression, fewer pages need to 
be brought into the buffer pool to satisfy 
a query’s getpage request. One of the 
additional advantages of DB2’s hard-
ware compression is the hard speed. As 
hardware processor speeds increase, so 
does the speed of the compression built 
into the hardware’s chipset. 
 When implementing a data ware-
house, the size is often considered prob-
lematic, regardless of platform. DB2’s 
hardware compression can help address 
that concern by reducing the amount of 
disk needed to fulfill your data ware-
house storage requirements.

Parallelism: One method of reducing 
the elapsed time of a long-running 
query is to split that query across more 
than one processor. This is what DB2’s 
parallelism does. Parallelism allows a 
query to run across two or more CPs. A 
query is broken into multiple parts, 
with each part running under its own 
Service Request Block (SRB), and per-
forming its own I/O.  Although there’s 
some additional CPU used when DB2 
first decides to take advantage of query 
parallelism for its setup, there’s a close 
correlation between the degree of paral-
lelism achieved and the query’s elapsed 
time reduction. There also are 
DSNZPARMs and bind parameters that 
need to be set before parallelism can be 
used.

Star Schema: There’s a specialized case 
of parallelism called a star schema—a 
relational database’s way of representing 
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multi-dimensional data, which is often 
popular with data warehousing applica-
tions. A star schema is usually a large 
fact table with lots of smaller dimension 
tables (see Figure 1). For example, you 
might have a fact table for sales infor-
mation. This sales table would hold 
most of your data. The dimension tables 
could represent products that were sold, 
the stores where those products were 
sold, the date the sale occurred, any 
promotional data associated with the 
sale, and the employee responsible for 
the sale. Using star joins in DB2 requires 
enabling the feature through a 
DSNZPARM keyword. You also should 
check a few other ZPARMs before using 
star joins because they can affect a star 
join’s performance. 

Data Warehousing and Today ’s DB2
 Many enhancements in DB2 V8 
could directly impact a warehouse 
implementation; here are the ones that 
will have a positive effect on your data 
warehouse and application analytics: 

• Clustering decoupled from partition-
ing

• Indexes created as deferred are ignored 

by DB2 optimizer
• Fast cached SQL invalidation
• Automatic space management
• Statements IDs of cached statements 

as input to EXPLAIN
• Long-running, non-committing read-

er alerts
• Check In (CI) size larger than 4KB
• Multi-row INSERT/FETCH
• REOPT(ONCE) to reduce host vari-

able’s impact on access paths
• Index-only access for VARCHAR col-

umns
• Backward index scan
• Distributed Data Facility (DDF) per-

formance enhancements 
• Up to 4,096 partitions
• Longer table and column names
• SQL statements up to 2MB
• Sparse index for star join
• More tables in join
• Common table expressions
• Recursive SQL
• Indexable unlike types
• Materialized Query Table (MQT).

 Let’s look at some of these in more 
detail:

Backward index scan: Indexes are a 

huge performance asset to a data ware-
house. Having the ability to read an 
index backward lets you avoid building 
both an ascending index and a descend-
ing index structure. Reducing the num-
ber of indexes improves the cost of 
doing inserts and deletes. Every insert 
or delete must update every index on 
the table being changed. Backward 
index scan also can reduce the cost of 
doing updates if the update occurs 
against a column participating in the 
index. In addition, backward index scan 
reduces the amount of disk storage 
required to build all those indexes. With 
backward index scan, you will need to 
use only one index; you previously 
needed two.

Multi-row FETCH and INSERT: This 
enhancement lets you read or insert 
multiple rows with a single SQL state-
ment via an array. This reduces the 
CPU cost of running a FETCH or 
INSERT. This feature is completely 
usable in distributed applications pro-
cessing using Open Database 
Connectivity (ODBC) with arrays and 
dynamic SQL. This offers significant 
performance advantages; it could 
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increase the performance of FETCH 
processing by 50 percent and INSERT 
processing by 20 percent. In fact, in 
some customer testing, this feature aver-
aged 76 percent improvement for 
FETCH and 20 percent improvement 
for INSERT. Improving INSERT perfor-
mance and reducing INSERT CPU con-
sumption could be a significant help to 
your Extract, Transform, Load (ETL) 
processing. 

Indexable unlike types: Mismatched 
data types can now be stage 1 and 
indexable. This is huge for those appli-
cations that don’t support all data types 
available in DB2 for z/OS.

Sparse index in memory work files: 
For star join processing, sparse indexes 
can use many work files. DB2 V8 will 
attempt to put these work files in mem-
ory. This can result in a significant per-
formance improvement for warehouse 
queries using star joins.  

More partitions (4,096) and automatic 
space management: Growth is one of 
those inherent qualities of a warehouse, 
something you just expect to happen. 
With 4,096 partitions, a warehouse 
could grow to 16TB for a 4KB page size; 
128TB for 32KB page. This is for just 
one table. DB2 V8 also gives you auto-
matic space management, the ability to 
let DB2 manage your primary and sec-
ondary space allocations. With 
DSNZPARM MGEXTSZ activated, DB2 
will manage the allocation of a 
tablespace’s extents, ensuring that the 
tablespace can grow to its maximum 
size without running out of extents.

MQTs: Aggregate data can be important 
for warehousing. Summary information 
can be stored in an MQT and in V8, 
and the optimizer can make the deci-
sion to use the MQT in place of a query 
performing the summarization inline. 
This can significantly improve the per-
formance of a warehouse query doing 
aggregations. 

 Your data warehouse and application 
analytics also will benefit from the other 
V8 changes previously listed but not 
detailed here. 
 DB2 9 for z/OS delivers more 
changes that will directly impact your 
warehouse and application analytics, 
including:  

• New row internal structure for faster 
VARCHAR processing

• Fast delete of all the rows in a parti-
tion (TRUNCATE)

• Deleting first n rows
• Skipping uncommitted inserted/

updated qualifying rows
• Index on expression
• Dynamic index ANDing
• Reduce temporary tables materializa-

tion
• Generalizing sparse index/in-memory 

data caching
• Clustering decoupled from partition-

ing
• Indexes created as deferred are ignored 

by DB2 optimizer
• Fast cached SQL invalidation
• Statements IDs of cached statements 

as input to EXPLAIN
• Universal tablespaces
• Partition-by-growth as a means to 

remove non-partitioned tablespace 
size limit

• Implicit objects creation
• Clone tables
• MERGE statement 
• Identifying unused indexes

• Simulating indexes in EXPLAIN 
(Optimization Service Center)

• More autonomic buffer pools tuning 
for Workload Manager (WLM) syner-
gy

• Resource Limit Facility (RLF) support 
for end-user correlation

• RANK, DENSE_RANK, and ROW_
NUMBER 

• EXCEPT, and INTERSECT
• pureXML.

 Let’s look at some of these in detail:

Universal tablespace: This is at the top 
of my DB2 enhancements and data 
warehousing lists. Consider the some-
times unpredictable but expected 
growth of a warehouse and the high 
possibility that many tables could be 
frequently refreshed. A universal 
tablespace is a cross between a parti-
tioned tablespace and a segmented 
tablespace, giving you many of both of 
its parents’ best features. When using a 
universal tablespace, you get the size 
and growth of partitioning while retain-
ing the space management, mass delete 
performance, and insert performance of 
a segmented tablespace. It’s kind of like 
having a segmented tablespace that can 
grow to 128TB of data, assuming the 
right DSSIZE and right number of par-
titions are specified, and that also gives 
you partition independence.

Index compression: Your first line of 
defense against a warehouse perfor-
mance problem, after a well-written 
query, is creating indexes, lots of index-
es. With warehousing, and for some 
types of OLTP, it’s possible you could 
use as much, if not more, disk space for 
indexes than for the data. DB2 9 for 
z/OS index compression can make a 
huge difference when it comes to saving 
disk space. The implementation of index 
compression is nothing like data com-
pression. It doesn’t use a dictionary and 
there’s no hardware assist. However, the 
lack of a dictionary could be a plus. 
With no dictionary, there’s no need to 
run the REORG or LOAD utilities 
before compressing your index data. 
When compression is turned on for an 
index, key and Record Identifier (RID) 
compression immediately begins.

SQL: Two new SQL statements, MERGE 
and TRUNCATE, can be highly effec-
tive when used with a data warehouse. 
Merge, sometimes called “upsert,” lets 
you change data without needing to 
know if the row already exists. With 
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MERGE, if it finds an existing row, it 
updates it. If it doesn’t, then it performs 
an INSERT. No more doing a SELECT 
first to see if the row exists or doing an 
INSERT or UPDATE and checking to 
see if it failed. TRUNCATE is an easy 
way to remove all the rows from a table 
with a single SQL statement. It’s espe-
cially handy if you’re using DELETE 
triggers. Also, there’s now an APPEND 
option on the CREATE/ALTER table 
that tells DB2 to ignore clustering dur-
ing INSERT processing. This should 
improve INSERT performance by elimi-
nating the need to figure out where the 
row should go and just placing it at the 
end of the table.   

Clone tables: Tables can often be com-
pletely replaced on a weekly, even daily, 
basis in a warehouse. Replacing a table 
can cause an outage, even if that outage 
seems short. Clone table support in 
DB2 9 gives you an easy way to create a 
replacement table while still accessing 
the original table and using a command 
to switch which table SQL actually 
accesses. The concept is a lot like an 
online LOAD REPLACE, something 
unavailable in DB2.  

RANK: DB2 9 gives you a little bit of 
Online Analytical Processing (OLAP) 
functionality with RANK, DENSE_
RANK, and ROW_NUMBER. When 
used in an SQL statement, they’ll return 
the ranking and row number as a scalar 
value. Rank is the ordinal value of a row 
in a defined set of rows. You can specify 
that the result be returned with (RANK) 
and without (DENSE_RANK) gaps. 
ROW_NUMBER is a sequential row 
number assigned a result row. 

Index on expression: Sometimes, a 
warehouse query requires changing a 
column in the WHERE clause via a 
function or possibly a calculation; some 
kind of predicate that would preclude 
an index access for that column or make 
that predicate stage 2—affecting your 
query’s performance. With index on 
expression, you can build the index on 
that expression, and because of the 
match, get an index access. This could 
be a real performance boost for some 
warehouse and analytic queries. 
 There are many more new features 
delivered in DB2 Version 8 and DB2 9 
that could significantly enhance a ware-
house application. Though the func-
tions and features just discussed can be 
especially handy for a warehouse and its 
application analytics, they do benefit 

anyone using DB2 for z/OS. 

Data Archiving
 Size is always a major issue for a data 
warehouse. Warehouses can range in 
size from a few hundred gigabytes (GB) 
to dozens of terabytes (TB). 
 We’ve already discussed how DB2 
can help with your data warehouse’s 
growth by taking advantage of universal 
tablespace’s partition-by-growth feature 
in DB2 9. You also should consider the 
need for timely data in your warehouse. 
How current does it have to be? If you 
need only the most current information 
for the last six months for your analysis, 
but you’d like to have the last two years 
available for the occasional special pro-
cessing, don’t keep it all in the active 
portion of your warehouse. 
 Consider using some form of 
archiving to remove the less frequently 
used data. You could use a secondary 
set of archive tables that you move the 
data into and have the option to include 
in your queries only when necessary. 
You could use something as simple as 
partitioning, keeping the more current 
data in the currently accessed partitions 
with hope that the SQL will select only 
the partitions with more current data. 
Of course, you always have the option 
to use a tool that does archiving for you. 
You’ll want something that makes your 
data available for access yet isn’t in the 
physical data sets. By removing some of 
the information not needed daily, you’ll 
reduce the size of the warehouse. This 
will make the warehouse more manage-
able and could affect performance of 
queries that need to scan larger portions 
of the warehouse. 

linux on System z
 Rather than run your analytics on 
Unix or Windows, consider running 
them under Linux on System z running 
on an Integrated Facility for Linux (IFL). 
Better yet, run them on multiple Linux 
systems on System z running under 
z/VM on that IFL. You get the security 
of running completely within your 
System z box and still get to take advan-
tage of your IBM System z9 Integrated 
Information Processor (zIIP) specialty 
engines.  
 You can use hipersockets when 
your Linux application wants to get to 
DB2 for z/OS in another Logical 
Partition (LPAR). Hipersockets alone 
yield a performance advantage over 
typical network solutions, but that dis-
c u s s i o n  i s  f o r  a n o t h e r  t i m e . 
Hipersockets use TCP/IP; DB2 work 

originated on Linux on System z uses a 
hipersockets Distributed Relational 
Database Architecture (DRDA) proto-
col and therefore uses enclaves. This 
means that up to approximately 50 
percent of this analytic work coming 
from Linux on System z is zIIP eligible. 
(zIIPs were described in detail in the 
article “zIIPing Along,” which appeared 
in the August/September 2006 issue of 
z/Journal.)     

Conclusion
 Will DB2 for z/OS always be the best 
choice for your data warehouse? 
Probably not. As with all things, there’s 
always a best way to do things; some-
times it’s DB2 for z/OS and sometimes 
it’s DB2 LUW. There are many factors to 
examine when making a warehouse 
platform decision, including placement 
of the data feeds and available support 
expertise. The next time a platform con-
versation comes up, remember that: 

• 25 of the top-25 worldwide banks are 
running on DB2 for z/OS.

• 23 of the top-25 U.S. retailers are run-
ning on DB2 for z/OS.

• Nine of the top-10 global life or health 
insurance providers are running on 
DB2 for z/OS. 

 Many companies seemingly know 
that if your business depends on your 
database, DB2 for z/OS is a good choice. 
Then there’s the mainframe that DB2 
runs on. The numbers there are equally 
impressive:

• 95 percent of the U.S. Fortune 500 
companies use System z.

• 45 percent of the U.S. Fortune 1000 
companies use System z.

• 71 percent of global Fortune 500 com-
panies use System z. 

 Moreover, 80 percent of the world’s 
corporate data resides on or originates 
on a mainframe. If DB2 for z/OS, 
combined with System z, is good 
enough to handle your business, it’s 
good enough to handle your data 
warehouse … again! Z
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• Scale I/O capacity to meet high-performance and clustered 
server or storage applications

• Leverage common cabling infrastructure and physical 
networking facilities.

 While FCoE isn’t yet ready for mission-critical, prime-
time deployment despite early vendor buzz and hype, it’s 
certainly time to be learning more about it for planning 
purposes, including discussions with vendors as to when 
their servers, operating systems, adapters, switches, and 
storage systems will support the technology. Thus, FCoE is 
at a similar point that FICON was at about 10 years ago 
when it started to gel, leading to increased adoption before 
and predominantly during 2001 and 2002. 
 Moving forward, premium or low-latency Ethernet (aka 
DCE) will complement traditional or volume Ethernet-
based solutions leveraging various degrees of commonality. 
For storage-related applications, FCoE addresses and 
removes traditional issues and perceptions about Ethernet-
based TCP/IP overhead, latency, and non-deterministic 
behavior, preserving experience and knowledge associated 
with Fibre Channel and FICON tools and technologies.
 If you’re working in an enterprise environment that’s 
using Fibre Channel and/or FICON, FCoE should be on 
your radar as part of your long-term, strategic plan for 
server and storage I/O connectivity. If you recall the 
transition from mainframe block-mux to ESCON to 
FICON, or on the open systems side from parallel SCSI to 
quarter speed propriety Fibre Channel to current PIM with 
Fibre Channel FCP and FICON coexisting on a common 
Fibre Channel infrastructure, FCoE should cause some déjà 
vu!
 As with other virtualization techniques and technologies, 
align the applicable solution to meet your particular needs 
and address specific pain points while being careful to not 
introduce additional complexity. You can learn more about 
storage networks, interfaces and protocols in Chapters 4, 5 
and 6 of the book, Resilient Storage Networks (Elsevier ISBN 
1555583113) and at www.storageio.com (including 
additional information about I/O virtualization and Fibre 
Channel over Ethernet). To learn more about green and 
associated power, cooling, floor space, and environmental 
topics, visit www.greendatastorage.com. Z 
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I
f you haven’t yet heard of the emerging Fibre Channel over 
Ethernet (FCoE) or one of the different vendors’ 
marketing terms, including Data Center Ethernet (DCE), 

I/O Virtualization (IOV), Converged Network Architecture 
(CNA) or Data Center Fabrics leveraging a hybrid premium 
Ethernet, rest assured, you will soon, as the technology is 
now in demonstration mode.
 OK, so what’s the hook and why should you be interested 
in FCoE if you deal with mainframes? The answer is simple, 
and it’s called Fibre Channel, which is the underlying 
technology that upper-level protocols, including FC-SB2 
(more commonly known as FICON), along with SCSI Fibre 
Channel Protocol (aka FCP), or what many people 
generically refer to as Fibre Channel. While I have yet to 
hear a formal public announcement from IBM that they will 
be supporting FICON via FCoE, all you have to do to see 
where the future is headed is look at how FICON coexisting 
with FCP open systems SCSI traffic concurrently on Fibre 
Channel in Protocol Intermix Mode (PIM) evolved from 
propriety ESCON. 
 The key enabler for FCoE is a new type of lossless 
Ethernet incorporating lower latency, Quality of Service 
(QoS), priority groups, and other enhancements to support 
deterministic channels such as behavior within the data 
center without having to map Fibre Channel onto TCP/IP 
and associated overhead. Fibre Channel over IP (FCIP) is 
commonly used for implementing remote mirroring and 
replication or remote tape copies over long distances 
between storage systems that map Fibre Channel onto IP. 
FCoE maps Fibre Channel frames directly onto a new and 
improved hybrid Ethernet (see www.fcoe.com and www.
fibrechannel.org). The new premium Ethernet is targeted 
for data centers and thus is distance limited; however, it 
incorporates many improvements over traditional Ethernet, 
including QoS for low-latency, deterministic performance 
behavior traditionally associated with channel-based 
protocols and interfaces.
 The business and technology value proposition or 
benefits of converged or virtualized I/O connectivity for 
enterprise environments in the future are similar to those 
for server and storage virtualization, and include the ability 
to:

• Reduce power, cooling, floor space, and provide other 
green-friendly benefits

• Boost clustered and virtualized server performance, 
maximizing PCI or mezzanine I/O slots

• Rapidly re-deploy to meet changing workload and I/O 
profiles of virtual servers

Fibre Channel Over Ethernet: 
FCoE and Déjà Vu

Storage & Data Management
gREg	sChULZ
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Server consolidation based on Linux on 
System z offers many advantages, but usually 
also implies that existing applications must 
be moved to a new platform. This article 
examines technical details and development 
tools specific to Linux on System z.

Unfortunately, 
There’s No Free 
Lunch—Not Even 
For Penguins.
Porting Applications 
to Linux on System z
By Wolfgang Gellerich, Ph.D.



A ctually moving existing appli-
cations and servers to a new 
environment based on Linux 
on System z will create some 

work and requires specific knowledge. 
This article: 

• Describes how to best organize a port-
ing project

• Examines technical topics specific to 
Linux on System z, including virtual-
ization within the mainframe, byte 
ordering, and address calculation

• Explains the use of program develop-
ment tools such as compiler, linker, 
and debugger, and their support for 
System z 

• Introduces IBM’s free-of-charge 
migration kit for Solaris OS to Linux. 

 The migration kit (see item 1 in the 
accompanying resources list for down-
load instructions) contains several 
interactive tools to assist in porting 
applications as well as some technical 
documentation, including the Guide to 
Application Porting from Solaris OS to 
Linux and the IBM Redbook, Solaris to 
Linux Migration: A Guide for System 
Administrators.

Organizing a Porting Project
 Before addressing technical differ-
ences that might need attention when 
porting an application to Linux on 
System z, let’s discuss some tasks spe-
cific to a porting project. 
 Start by looking for information 
about the differences between Linux on 
System z and your current operating 
system and hardware platform. All 
issues mentioned in the following sec-
tions might be relevant (e.g., byte order-
ing, or the options passed to the 
compiler). See the references cited 
throughout this article and the accom-
panying resources list for more infor-
mation about the differences between 
particular operating systems and Linux. 
 The book Unix to Linux Porting by 
A l f r e d o  M e n d o z a ,  C h a k a r a t 
Skawratanond, and Artis Walker 
(Prentice-Hall, 2006, ISBN 0-13-187109-
9) examines how to port application 
programs from proprietary Unix vari-
ants such as AIX, Solaris and HP-UX, 
and provides a detailed introduction to 
Linux development tools. Several online 
documents also address porting issues:  

• www-128.ibm.com/developerworks/
eserver/articles/linux_s390/

• www.unixport ing.com/port ing-
guides.html

• www.redhat.com/docs/wp/solaris_
port/book1.html

• developer.novell.com/wiki/index.php/
Porting_and_Migration.

 Detailed information also is provid-
ed as part of IBM´s migration kit for 
Solaris OS to Linux.  
 When actually starting to modify 
the application, be sure not to make too 
many changes in each step. Before 
changing the source code itself, modify 
the build environment. Check whether 
the development needed under Linux 
(e.g., the compiler gcc and GNU make, 
to name the most important ones) are 
available on your current platform. 
Excellent information is available at:

• The GNU homepage at www.gnu.org/
• The GCC homepage at www.gnu.org/

software/gcc/gcc.html. 

The GCC manual also is included in 
most Linux distributions. 
 Build your application on your cur-
rent platform, but using the new build 
tools, and then run a full test cycle. 
Only then move the source code to 
Linux and make the appropriate modi-
fications. The remaining steps are the 
same as for any other software project: 
Do extensive testing and fix any bugs 
you find. Several Linux debugging tools 
support this step. Several tools support 
performance tuning, too.

linux on IBM System z
 Fortunately, there are few conceptual 
issues to be considered when porting 
application programs to Linux running 
on an IBM System z mainframe, as the 
official interfaces of the Linux kernel are 
designed to be platform-independent. 
One important difference, however, con-
cerns virtualization. PCs usually run 

native operating systems controlling the 
whole computer system. In contrast, 
IBM System z computers support the 
concept of virtualization. Every operat-
ing system executes in a virtual environ-
ment, and there may be (and normally 
are) many instances of several different 
operating systems running simultane-
ously. This virtual environment also 
causes some administration issues.  

The Overall Structure of a System z 
Mainframe
 On an IBM System z, Linux always 
runs in a virtual environment. The main-
frame is divided into Logical Partitions 
(LPARs), each of which can either direct-
ly execute an operating system such as 
the Linux kernel (see Figure 1), or several 
Virtual Machine (VM) images. 
 Some important features associated 
with this strategy include dynamic load 
balancing as well as capacity and security 
issues to high-speed virtual network 
between Linux images—where the com-
municating parties behave as if they were 
sending and receiving data via a real net-
work, but the data transfer is much faster 
and actually performed by moving data 
in the mainframe’s main memory. 
However, the fact that Linux on System z 
runs in a virtual environment doesn’t 
affect the actual task of porting an appli-
cation, so we won’t go into detail here. 
An excellent overview and introduction 
are provided in the book Linux on the 
Mainframe (see item 1 in the resources 
list). A great deal of valuable and timely 
information also can be found in the 
IBM Redbooks, which are available at 
www.redbooks.ibm.com/.

Naming Conventions
 The IBM System z models have 
changed names several times over the 
years. Linux on System z was first 
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Figure	1:	overall	structure	of	a	system	z	computer	running	several	lPars	and	vms



released when the system’s official name 
was System/390. The platform is still 
called S/390 as far as Linux is con-
cerned. In situations where some code 
needs to be platform-dependent, the 
following predefined symbols can be 
used in preprocessor expressions:

• __s390__ is set when compiling for 
System z in 31-bit or 64-bit mode, or 
when compiling for S/390.

• __s390x__ is additionally set when 
compiling for System z in 64-bit 
mode.

 Probably the most important differ-
ence concerns address ranges. Today’s 
System z models are 64-bit architec-
tures, while older models provided 
only 31-bit. Whenever it’s important to 
distinguish between these two address 
ranges, the convention is that s390 
denotes a 31-bit platform while s390x 
denotes a 64-bit platform. Note that 
the number 31 isn’t a typo, but for his-
torical reasons, one of the bits has a 
fixed value. Implications of this feature 
are discussed in the following section.

31-Bit Addresses
 It’s important to note that 31-bit 
addresses actually don’t have a 32nd bit, 
so the following address: 

0x80000000 +n

will map onto: 

0x00000000 +n

Applications casting integer values to 
pointer types may need attention for 
this reason. Note, however, that casting 
an integer value to a pointer value 
doesn’t conform to the C language stan-
dard anyway. Also, absolute addresses 
are most likely platform-dependent, so 
any code actually affected by the prob-
lem previously mentioned will probably 
need changes.
 Of course, pointer values created using 
the C language’s “official’’ features will 
always be correct. So the compiler saves 
the effort to clear the leftmost bit, causing 
the following expression to yield false:

(void*)0x80000000 == (void*)0x00000000 

A related problem is caused by applica-
tions that try to load code at an absolute 
address by calling mmap with the flag 
MAP_FIXED. Such usage of absolute 
addresses isn’t portable and may need 
changes.

Numbering Conventions for Bits
 In Linux, it’s common to denote 
individual bits of a byte or word by the 
exponent they would have when being 
interpreted as a binary number. The bits 
of a 32-bit word, for example, would be 
denoted as follows:

| 31 | 30 | 29 | ...  2 | 1 | 0 | 

Documentation related to IBM System 
z, however, counts bits from left to 
right:

| 0 | 1 | 2 | ...  29 | 30 | 31 | 

Here, the right-most bit with binary 

value 2^0 is called “bit 31.’’ On a 64-bit 
system, this bit is called “bit 63.’’

Standard Data Type Sizes
 Figure 2 shows the standard data 
type sizes in bytes. The alignment is 
always the same as the type size (i.e., a 
variable of type int is four bytes long 
and will be stored at a four-byte bound-
ary). The standard data types of the 
Linux kernel are defined in Figure 3. 
Detailed information about data layout 
can be found in the “ELF Application 
Binary Interface Supplement,” accessi-
ble at http://oss.software.ibm.com/
linux390/docu/lzsabi0.pdf and http://
oss.software.ibm.com/linux390/docu/
l390abi0.pdf. 
 

Endianess
 The term “endianess” refers to the 
order in which the bytes of a multi-byte 
word are stored in memory. There are 
several ways of storing a 32-bit binary 
value such as 4A3B2C1D, including:

• The big-endian scheme stores the 
Most Significant Byte (MSB) first, 
yielding 0x4A 0x3B 0x2C 0x1D.

• The little-endian scheme stores the 
Least Significant Byte (LSB) first, 
yielding 0x1D 0x2C 0x3B 0x4A.

 Big-endian architectures include Sun 
SPARC and IBM System z. All proces-
sors of the Intel x86 family are little 
endian.
 Unfortunately, you’ll find many pro-
grams rely on the way data is organized 
in memory. This type of incompatibility 
between platforms is a serious danger 
because it might cause a program to 
return wrong results rather than a com-
pile-time error. Code patterns that 
might be affected by different endianess 
include:

• Any byte-oriented processing data
• Data structures accessed by Assembler 

code (When rewriting those parts of the 
source code implemented in Assembler, 
if any, be sure to have an in-depth 
understanding of the data layout.)
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Figure	2:	Byte	sizes	of	standard	data	types	of	c	

Figure	3:	linux	kernel	standard	data	types	

DATA TYPE:          31-BIT  64-BIT
 MODE      MODE
____________________________________
char          1           1      
____________________________________
short         2               2  
____________________________________
int           4             4
____________________________________
float         4 4
____________________________________
long          4               8
____________________________________
pointer       4          8
____________________________________
long long     8       8
____________________________________
double        8         8
____________________________________
long double   8               8
____________________________________
size_t       4           8        
____________________________________
ptrdiff_t    4            8        
____________________________________
wchar_t      4           4        

 gid_t mode_t pid_t uid_t 
_________________________________________________________________________________________________

31 bit mode: unsigned int  unsigned int int unsigned int
_________________________________________________________________________________________________

64 bit mode: unsigned int unsigned int  int unsigned int



• Receiving data via a network   
• Type conversion using dirty hacks 

with pointers. Note that even seem-
ingly simple code such as that shown 
in Figure 4 depends on the machine’s 
byte order. 

• Passing actual arguments of a too 
small size to a function. This situation 
is similar to the previous pointer 
example.

• Type conversion (mis-)using union 
data types.

 The “Endianess Checking Tool” pro-
vided as part of the migration kit for 
Solaris OS to Linux helps locate those 
parts of your code that depend on endi-
aness. The input for this tool is the 
application’s source code and the result-
ing binaries compiled with certain com-
piler options enabled. Detailed 
instructions appear in the tool’s manual. 
A typical finding looks like Figure 5. 
The Endianess Checking Tool isn’t spe-
cific to Solaris; it can be applied to any 
C source code.
 If you need to support multiple plat-
forms with different endianess, you can 
include the Linux kernel header file 
asm/byteorder.h, which defines one of 

the two symbols __BIG_ENDIAN and 
__LITTLE_ENDIAN, respectively, 
depending on the machine’s endianess. 
The header files found in /usr/src/linux/
include/linux/byteorder/ provide mac-
ros for converting between big and little 
endian representations. In case the order 
is the same, these macros evaluate to a 
no-op. Otherwise, they return the con-
verted value. 
 A set of similar functions exist for 
handling byte order issues related to data 
transferred via network. These functions 
are declared in /usr/include/netinet/in.h 
and convert values between network and 

host byte order. Note that networks often 
use big endian byte order, so an applica-
tion running on System z doesn’t need a 
conversion here. It is, however, good pro-
gramming practice to insert appropriate 
conversion routines anyway.

ASCII and EBCDIC Issues
 For historical reasons, mainframe 
operating systems such as z/OS and 
z/VM use the EBCDIC character set. 
Linux on System z, however, is com-
pletely ASCII-based. This means that 
porting data or applications from Linux 
for other platforms won’t create prob-
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int x= 1;
  if (* (char *)&x == 1)
         printf (“little endian \n”);
  else
         printf (“big endian \n”);

Figure	4:	code	dependent	on	the	machine’s	Byte	order	

/test/src/init.c – Line 199: E30001 
Variable/parameter size mismatch arg 2 size 4 in call to mystrncpy.
(Defined in /test/src/init.c at line 190 size 1)

Figure	5:	typical	Finding	using	the	endianess	checking	tool

Looking for Solutions?
Searchable, focused repository 
makes finding solutions quick and easy!

Until now there hasn’t been a comprehensive repository of solutions to 
help companies fully leverage and align their mainframe-based computing 
environments with the business. When a market opportunity or an information 
technology problem surfaces at a Fortune 1000-size company, IT and business 
professionals are faced with scrambling in multiple directions to locate a solution. 

The z/Journal Mainframe Buyer’s Guide solves this dilemma by providing 
one-stop, Web-based access to a wide variety of solutions specifically targeted 
to your needs. More than 200 solutions are currently listed with more being 
added each day.

Access the z/Journal Mainframe Buyer’s Guide 
today by visiting zJournal.com and clicking on 
“Mainframe Buyer’s Guide” under z/Resources.

New From z/Journal

z/Journal Launches Mainframe Buyer’s Guide.

http://directory.zjournal.com/


lems. On the other hand, interfacing 
Linux on System z with data or pro-
grams running under control of one of 
the EBCDIC-based operating systems 
requires a conversion.
 A Linux tool named recode supports 
the conversion of files between different 
character sets. The current version 
knows about 280 character sets, includ-
ing 19 EBCDIC variants with national 
character support. In case a program 
needs to perform such conversions, use 
the “iconv” function declared in /usr/
include/iconv.h. 

Variable Argument lists
 Normally, C application programs 
don’t need to know how variable argu-
ment lists are implemented. Some code 
might, however, use non-portable 
assignments, which will fail on Linux 
on System z.
 Linux on System z implements the 
va_list type as a structure. So a normal 
assignment like that shown in Figure 6 
(from one variable of this type to a sec-
ond) won’t work as expected: Rather, 
use the  __va_copy() macro for copying, 
as in __va_copy (va2, va1);

Platform-Specific libraries and Calls
 All operating systems provide some 
interface to application programs, and 
usually have many associated libraries. 
Some of them may not be available 
under Linux or have a different name. 
Information about such differences is 
provided in the previously mentioned 
book, Unix to Linux Porting. 
 When porting applications from 
Solaris OS to Linux, the interactive 
source checking tool provided as part of 
IBM’s migration kit for Solaris OS to 
Linux can help. The tool knows about 
3,800 different calls to the Solaris OS 
Application Program Interface (API), 
including files specific to Solaris OS, as 
well as the pragmas of the Sun compiler. 
Exactly 624 text files provide technical 
documentation.
 Input to the tool is some C or C++ 
written Solaris OS application source 
code, which can be interactively selected 
(see Figure 7). The tool then detects all 
calls that need to be changed and high-
lights them (see Figure 8). Linux alter-
natives and further technical 
information are interactively available 
(see Figure 9) or can be included as 
comments to the source files so devel-
opers can use the information without 
having to run the tool.
 Fortunately, there also are some 
standards and general conventions. For 
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Figure	7:	interactive	selection	of	Files	or	whole	directories

Figure	8:	the	source	checking	tool	highlights	any	library	calls	that	need	to	Be	modified

va_list va1, va2;
va_start (va1);
va2 = va1;    /* This assignment will not work. */

Figure	6:	example	of	how	not	to	Process	a	variable	argument	list



example, while developing the source 
checking tool, it turned out that 46 per-
cent of all calls were identical (e.g., the 
mathematical functions found in math.h). 

Compiling, linking, and Debugging
 Porting an application program 
includes using the Linux standard com-
piler, GCC, and some associated tools. 
They all provide some support for 
System z. A summary of the perfor-
mance improvements achieved between 
1999 and 2005 (see Figure 10) suggests 
that it’s of particular value to exploit the 
System z-specific optimization options. 
Note that all data given in this example  
has been provided for the latest System 
z model available in the particular year 
and is normalized.  Overlapping mea-
surements have been used to scale when 
the measurements were taken on a new 
System z model. See item 5 in the 
resources list for details about how the 
measurements were conducted.

Compiler Options
 GCC and the binary utilities provide 
some options supporting Linux on 
System z. A detailed description of all 
GCC options is found in the manual 
Using the GNU Compiler Collection 
(GCC). Because this manual provides a 
section exclusively devoted to System z-
specific options, we won’t describe these 
options in full detail here but rather will 
provide  an overview. Also, it’s likely 
that additional compiler options will be 
provided for new System z models and 
improvements might be offered for 
existing models. Check the most recent 
version of the GCC manual for details.
 The System-z-specific code optimi-
zation options include:

• -march=cpu-type: Exploit all instruc-
tions provided by cpu-type, including 
those not available on older models. 
Generally, code compiled with this 
option won’t execute on older CPUs. 
See the manual for a list of supported 
CPU types.

• -mtune=cpu-type: Schedule instruc-
tions to best exploit the internal struc-
ture of cpu-type. This option won’t 
introduce any incompatibility with 
older CPUs, but code tuned for a dif-
ferent CPU might execute slower.

• -mzarch and -mesa: Generate code 
exploiting the instruction set of the 
ESA/390 or the z/Architecture, respec-
tively. See the manual for default values 
and interaction with other options.

• -m64 and -m31: These options con-
trol whether the generated code is 

compliant to the Linux for S/390 
Application Binary Interface (ABI) 
(-m31), or Linux on System z ABI 
(-m64). See the ELF Application Binary 
Interface Supplement for details about 
the ABIs.

• -msmall-exec and -mno-small-exec: 
These provide a switch to optimize 
jump instructions in executables with 
a total size not exceeding 64KB.

 Some options exist to control and 
optimize stack growth:

• -mwarn-framesize=framesize and 
-mwarn-dynamicstack: These options 
cause a compile-time check—whether a 
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Figure	9:	the	source	checking	tool	suggests	linux	alternatives	for	the	solaris-specific	calls	
and	Provides	technical	information
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Figure	10:	Performance	increase	due	to	improved	compiler	optimization	
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function exceeds a given stack frame 
size or uses dynamically sized stack 
frames. These options help in cases 
when stack space is rare, as is the case in 
the Linux kernel, or when application 
programs fail during a stack overflow.

• -mstack-guard=stack-guard and  
-mstack-size=stack-size: These 
options help debugging stack size 
problems, too. The checks are, howev-
er, performed during run-time by exe-
cuting some extra code inserted into 
the binary.

• -mpacked-stack and -mno-packed-
stack: These options control whether 
the stack frame uses a space-opti-
mized, dense packing scheme for reg-
ister save slots. See the GCC manual 
for details concerning the compatibil-
ity with other options, and for call-
compatibility with binary code 
generated by pre-3.0 versions of GCC.

• -mbackchain and -mno-backchain: 
These options control whether the 
address of the caller’s frame is stored 
as a so-called backchain pointer into 
the callee’s stack frame. See the GCC 
manual for details concerning the 
compatibility with other options, and 
for details related to debugging.

With Linux on System z, there’s an 
important difference with other systems 
concerning shared libraries:

• -fpic and -fPIC: Both options cause 
the compiler to generate Position-
Independent Code (PIC) for use in 
shared, re-entrant libraries. On System 
z, -fpic causes the global offset table to 
be rather small, so you may prefer 
using -fPIC for large shared libraries.

 If the linker reports the error mes-
sage “relocation overflow,” check wheth-
er the project uses the -fpic option. 
Changing it to -fPIC might fix the prob-
lem. You must use the same variant of 
this option for all compiler runs related 
to the same project.
 Finally, the options -mfused-madd, 
-mno-fused-madd, -mhard-float, and 
-msoft-float control the use of floating 
point operations. For a complete 
description of the System z instruction 
set and architecture, see:  

• ESA/390 Principles of Operation, IBM 
Document Number SA22-7201-07, 
2000, http://publibfp.boulder.ibm.
com/cgi-bin/bookmgr/B O OKS/
dz9ar007

• z/Architecture Principles of Operation, 
IBM Document Number SA22-7832-

01, 2000, http://publibfp.boulder.ibm.
com/cgi-bin/bookmgr/B O OKS/
dz9zr001.

 Several technical papers—see items 
3, 4 and 5 in the resources list—describe 
the internals of how GCC generates 
code for System z.

Debugging
 Linux provides a rich collection of 
debugging tools, including the powerful:

• GNU debugger gdb (www.gnu.org/
software/gdb/)

• Data Display Debugger (www.gnu.org/
software/ddd/), which is a graphical 
front-end for gdb and even supports 
difficult tasks such as the visualization 
of pointer-linked data structures. 

Several debugging tools focus on analyz-
ing bugs related to memory references:

• Electric Fence (http://directory.fsf.org/
project/ElectricFence/) is a neat tool 
that’s available on many platforms. Its 
capability is, however, limited to 
dynamically allocated memory.

• Valgrind (http://valgrind.org/) is an 
extremely powerful tool. You can 
debug any binaries even if they haven’t 
been compiled with debug options 
enabled, or if the source code isn’t 
available. This is achieved using an 
approach known as dynamic code 
instrumentation. 

• An alternative is using the mudflap 
option GCC provides (see Frank Ch. 
E i g l e r :  “Mu d f l ap :  Po i nt e r  Us e 
Checking for C/C++,” accessible at 
http://gcc.fyxm.net/summit/2003/
mudflap.pdf). This option causes the 
compiler to insert checks whenever a 
critical memory reference takes place. 
These checks are then executed dur-
ing program run-time. Because the 
compiler had access to the full pro-
gram source code, mudflap yields 
valuable diagnostics.

 A powerful feature is available for 
Linux running under VM. VM’s TRACE 
command offers a convenient and pow-
erful way to debug the whole Linux sys-
tem. The z/VM CP Command and Utility 
Reference (SC24-5967) provides reference 
to the TRACE command. An introduc-
tion to debugging is given in Chapter 22 
of Linux on the Mainframe (see item 2 in 
the resource list). A detailed description 
of debugging under Linux is provided in 
the file /usr/src/linux/Documentation/
s390/debugging390.txt. 

 For debugging more difficult prob-
lems, information about register usage, 
stack frame layout and other conven-
tions is found in the “ELF Application 
Binary Interface Supplement.” Additional 
conventions used when compiling for 
System z are described in “Porting GCC 
to the IBM S/390 Platform” (see item 4 
of the resource list). 
 Good luck with your porting proj-
ects! Z
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Developer’s Summit; available from 
www.gccsummit.org/2003/
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D. Naishlos, M. Namolaru, E. Pasch, 
H. Penner, U. Weigand, A. Zaks, 
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W
hat is the one unique aspect of your business, 
something only your organization has? Of course, the 
answer is data. While infrastructures may be similar 

from company to company, data is unique to your business 
because you gather and use the data that’s meaningful to 
you. 
 Mainframe data is critical to your business. Your legacy 
DB2 and IMS databases are reliable and cost-effective, but 
they’re probably growing and becoming harder to manage 
while your staff and budget are shrinking. How do you 
ensure the data is available and optimally performing? You 
need a methodology to manage more data with fewer 
resources.
 Service optimization is the profit-minded approach to 
increasing IT performance without adding costs. You can 
optimize service to your customers in three phases: 
enablement, exploitation, and empowerment; your goal is to 
move your organization to the highest level. Research 
indicates that your IT costs will decrease, and IT efficiencies 
will contribute to corporate revenue growth.
 Let’s look at each of the three phases and see how an IT 
organization would perform a task in each phase. We will 
use the example of database reorganization, because all 
databases must be periodically reorganized to ensure 
optimal performance.  

Enablement
 In the enablement phase, IT provides services using tools 
and technician skills. Problems are often surprises, and 
solving them requires manual effort. Most database 
management solutions simplify performance management 
activities, administrative tasks (such as schema management 
and utility automation), and the planning and execution of 
backup/recovery processes. 
 If your organization is in the enablement phase, you 
probably reorganize databases on a set schedule. Because 
most reorganizations require outages, you must schedule 
downtime for maintenance. If you reorganize every database 
weekly, you ensure the databases are reorganized, but you 
may be reorganizing databases that had few or no changes.

Exploitation
 In the exploitation phase, IT cost-effectively meets 
business commitments. Two important characteristics 
define the exploitation phase: automation and the use of 
historical data to predict future behavior.
 Automation supports real-time collection and analysis of 
metrics to identify potential problems. When thresholds are 
met, automated corrective actions are deployed to prevent 

service interruptions or performance degradation. Vendor 
solutions and/or in-house processes make IT organizations 
proactive by anticipating and resolving problems before an 
outage occurs. By using these tools and processes, you 
improve reliability, reduce cost, optimize resource usage, 
improve service levels, and maximize DBA productivity.
 Using historical data, you can identify changes in 
performance characteristics and resource usage to prevent 
response time problems. Historical metrics identify when 
database maintenance activities may be needed. How 
valuable would it be to be able to predict future capability 
requirements and optimize performance? This information 
can help your IT organization evolve beyond a proactive 
organization to one that’s focused on service. 
 In the exploitation phase, you can look at trends and see 
which databases need reorganization, and you save time and 
resources because you reorganize only the databases that 
need it.

Empowerment
 In empowered IT organizations, business objectives are 
described and prioritized as part of the service level 
management process to ensure critical applications receive 
the service they require. You have a two-way flow of 
information and events between DB2 and IMS systems and 
the business service management processes that define the 
requirements for the applications. Imagine how much more 
efficient your IT organization would be if you increased 
availability, reduced resource usage, improved DBA 
productivity, and reduced risk.
 The empowered IT organization takes a novel approach 
to database reorganization—fully automated reorganizations 
that are initiated by user-defined thresholds. Database 
maintenance is automated. DBAs can focus on the issue of 
the moment, and not spend time on routine maintenance. 
This approach delivers optimal service, saves time and 
resources, and enables IT to help drive revenue. 
 Which level of service optimization are you in now? 
Where would you like to be? A combination of vendor 
solutions and your own or industry best practice processes 
can help you reach the level of service optimization you 
want to achieve. Z
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T his article examines several areas 
that should be considered when 
tuning Local Shared Resource 
( L S R )  p o o l s .  T h e  m a i n 

performance objective when tuning 
CICS LSR pools is to improve the look-
aside hit ratios, but there are other 
tuning areas that are generally 
overlooked. In this article, we will 
attempt to answer the questions asked 
in many CICS tuning classes such as:

• How many pools should I define?
• Are there any advantages to defining 

multiple pools?
• How many strings should I define?
• How do I know when a file is monop-

olizing a pool and should be segregat-
ed into another pool? 

 We’ll cover how to improve the look-
aside hit ratios and additional areas you 
can tune to improve performance of 
CICS LSR pools and response times. 
Applying these recommendations has 
helped some organizations improve 
online response time and reduce overall 

CPU use attributed to CICS. Given 
the better look-aside algorithm 

available in LSR, it’s best to 
assign most VSAM 

files to LSR buff-
ering in CICS. 

We’ll review areas 
you should watch when 

tuning LSR files (but not gen-
eral VSAM tuning or programming 

techniques that also could be quite 
helpful in improving file performance 
in an online environment).

CICS Buffering
 CICS uses three basic buffering tech-
niques:  

• Non-Shared Resources (NSR)
• Record Level Sharing (RLS)
• Local Shared Resources (LSR). 

 NSR and RLS aren’t covered in this 
article. In the case of LSR, data sets 
share resources; that is, they share com-
mon buffers and control blocks. This 
tends to reduce the amount of resources 
needed to support files. In addition, 
look-aside occurs at all levels and isn’t 
limited to the index set records as in 
NSR. With proper buffering, you can 
avoid any physical I/O operations to 
satisfy a request and obtain a 100 per-
cent look-aside hit ratio once all the 
Control Intervals (CIs) have been ini-
tially loaded into the LSR buffers. Major 
VSAM enhancements in CICS previ-

ously required assigning the data to 
LSR. However, some files will work 
when defined as NSR but not defined as 
LSR. An example of such a file is one 
that in the middle of a browse operation 
(READNEXT) issues a read for update 
command without having issued the 
ENDBR command. This will lock the 
request and could have negative conse-
quences on the CICS system. 
 You assign a file to LSR by specifying 
a value of one to eight (or 15 in the case 
of z/VSE) to the parameter 
“LSRPOOLID” when defining the 
VSAM data set using CEDA in CICS. 
The number indicates the resource 
share pool to which the file belongs. 
Entering “NONE” places the file into 
NSR buffering. There’s a possibility of 
defining many separate LSR pools in 
one CICS region. You can’t share 
resources assigned to one LSR pool with 
another pool. However, all files you 
assign to one pool share the resources 
defined to that pool.

lrU Algorithm 
 In assigning resources, VSAM uses a 
Least Recently Used (LRU) algorithm. 
When a buffer is needed, VSAM assigns 
the oldest unreferenced buffer to the 
file. Contents of the buffer are overlaid. 
If the overlaid CI is needed again, a new 
buffer must be assigned and the CI 
physically read from the data set. So, the 
trick to good look-aside hit ratios is to 
reference the buffer often to avoid being 
flushed out of the pool.
 Hiperspace buffers are no longer 
supported by z/OS; any Hiperspace def-
initions use real storage, causing the 
buffers to be moved unnecessarily in 
real storage and simulating an expanded 
storage move to real storage. These 
Hiperspace buffers should be redefined 
as part of the main LSR buffer pool. 
However, you may be justified in main-
taining or defining Hiperspace buffers; 
if there’s a buffer size for which you may 
want to define more than 32KB buffers 
in the same pool, then the only way is to 
define Hiperspace buffers for that par-
ticular buffer size.
 LSR pools are built when the first 
file in a particular pool is opened. If a 
file in a pool is opened during CICS 
start-up, the LSR pool is then built. 
However, if no file is opened during 
CICS start-up, the LSR pool is built 
when the first file in the pool is opened. 
Creating the pool when the file is 
opened delays the response time for 
that particular transaction. The 
resources assigned to the LSR pool can 
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be determined dynamically or statical-
ly. You can let CICS determine the 
amount of resources to be assigned to 
the pool (dynamic allocation) or pre-
specify the amount of resources to be 
assigned to the pool (static allocation).

Dynamic Pool Allocation
 Dynamic LSR pool allocation is the 
easiest method but not necessarily the 
most optimum. When the first file 
assigned to the pool is opened, CICS 
will query the catalog for all files 
assigned to the pool and allocate the 
necessary resources. The amount of 
resources allocated depends on an 
installation variable, called the 
SHARELIMIT, which determines how 
many resources each file will contribute 
to the pool. The SHARELIMIT is a per-
centage and defaults to 50 percent but 
you can increase or decrease the amount 
in the LSRPOOL definition. 
 The CICS CEDA definition uses the 
number of strings assigned to the data 
set to determine each file’s resource 
contribution to the pool. The actual 
process of how the buffers and strings 
are dynamically allocated can be found 
in the CICS Performance Guide. Another 
advantage of having the dynamic capa-
bility to create LSR pools is that it pro-
vides a fallback position for when files 
are added to the system with a different 
LSR pool id from the ones being used. 
In this case, CICS will allow the files to 
open and be accessed without having to 
recycle the system.
 The first shared resource LSR uses 
is the buffer space. CICS supports 
only 11 different buffer sizes (in KB): 
0.5, 1.0, 2.0, 4.0, 8.0, 12.0, 16.0, 20.0, 
24.0, 28.0 and 32.0. If a file has a 
CISZ of 2.5KB, then this data set 
must use a 4.0KB buffer to accommo-
date this CISZ. We use the term 
“CISZ” to describe the VSAM file 
“block size” definition, and “buffer 
size” to describe the LSR pool area 
where the CI is processed. Whenever 
the data set CISZ isn’t one of the 11 
selected sizes, buffer fragmentation 
occurs that may or may not be accept-
able. CICS allocates buffers to one of 
the 11 possible sizes depending on 
the file’s CISZ. You can define up to 
32KB buffers for each of the 11 sizes 
CICS supports. 
 A second shared resource is the 
number of strings allocated to the pool. 
Strings are allocated using the 
SHARELIMIT percentage up to a maxi-
mum of 255 strings. The final shared 
resource is the key length. The key 

length specified must be sufficiently 
large to accommodate the largest key 
belonging to the files in the shared LSR 
pool. If a file has a longer key length 
than the one specified to the pool, the 
file won’t open.
  Dynamic pool allocation is easy to 
implement and reduces the systems 
programmer’s intervention because 
there’s no need to inventory the files to 
determine the largest key size, the num-
ber and size of buffers required, or the 
number of strings needed. However, 
there are some major disadvantages to 
dynamically creating an LSR pool. The 
first disadvantage is that the dynamic 
allocation algorithm creates only one 
buffer pool that’s shared between data 
and index buffers. Having only one buf-
fer pool for both can create a contention 
between similar CI sizes in the data and 
index. In other words, mixing indices 
and data CIs in the same buffer pool 
tends to flush indices out of the pool; 
these tend to have a more concentrated 
access pattern because there are fewer 
index CIs than data CIs in files. This is 
especially true in a pool that contains 
heavily browsed files.
 Another disadvantage is 
that the number of buf-
fers selected is 
based mainly on 
the number of 
strings and not by file 
activity. You would need to 
increase the number of strings 
allocated to a file in order to increase 
the number of buffers allocated to one 
particular CISZ. This technique also 
would increase the number of strings 
allocated up to a pool maximum of 
255, wasting virtual storage that could 
have been allocated to other purposes 
such as additional buffer space. Finally, 
dynamically creating the pool takes a 
lot of time because the catalog is 
accessed for every file in the pool to 
determine the key length and CI sizes 
of the data and the index. Since the 
pool is created when the first file is 
opened, all the other data sets are 
closed and require CICS to access the 
catalog to get the required informa-
tion. The real clunker is that you will 
have to pay the price to access the cata-
log for the files again when you refer-
ence them for the first time.

Static Definition
 The best practice is to statically pre-
define the LSR pools through CEDA. To 
obtain a static LSR pool definition, you 
must provide the buffer definitions, 
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string, and key length information. 
Buffer definition includes the number 
of buffers desired by size. If any of the 
elements are missing, then a dynamic 
allocation for the missing piece occurs 
and the advantages of predefining the 
pools may be fully attained. Static defi-
nition allows for a faster initialization 
because the catalog need not be queried. 
This avoids the overhead associated 
with having to “open” the files to deter-
mine the key length and CI sizes 
involved. In addition, you can now indi-
vidually tune the buffer pool based on 
activity basis and also separate the data 
and the index buffers to avoid conten-
tion for the same CI sizes. You also can 
optimize the number of strings assigned 
to the pool.
 Static definition requires systems 
programming intervention to determine 
the buffer sizes and quantity to be allo-
cated, the number of strings required, 
and the maximum key length. The pro-
cess requires planning and exposes a 
systems programmer to errors. For 
example, if you forget to allocate a par-
ticular buffer size a file requires, the file 
will use the next larger buffer size, if one 
is available. However, if there’s no larger 
size, then the file won’t open. So all 
pools should have at least three 32KB 
buffers defined to ensure that files will 
open even though performance isn’t 
optimum. The process to tune LSR 
pools is repetitive. Changes occur, the 
pool is re-initiated, and new results 
measured.

Measuring Performance
 LSR pool effectiveness is measured 
by the look-aside hit ratio. Generally 
accepted ratios are:

• Data: 80 percent or better
• Index: 95 percent or better
• Combined: 93 percent or better.

 These objectives can vary but the 
important thing is to have objectives 
that can be used to measure the effec-
tiveness of the LSR pools and the changes 
made. The index objective is higher 
because there usually are more I/O 
operations to the index component than 
to the data component. Most KSDS files 
have two or more index levels. So you 
would require two or more reads to the 
index component and only one read to 
the data component to locate a record.
 Improving the hit ratio is usually a 
function of adding buffers to the par-
ticular size in question. The number of 
additional buffers depends on the 

amount of virtual and real storage 
available. Adding buffers to improve 
the look-aside hit ratio should concen-
trate on those buffers that have the 
highest request activity. For example, 
imagine that the 4KB and 20KB buf-
fers reflect hit ratios of around 77 per-
cent in the data pool. Suppose the 4KB 
buffer pool has 1.4M requests, while 
the 20KB buffer pool has 529KB 
requests. Both buffers should be 
improved. However, if there’s a short-
age of virtual or real storage, then fix-
ing the 4KB buffer would probably 
have a better effect on the overall LSR 
pool hit ratio. If there are sufficient 
resources available, then fix both. 
Determining the number of buffers to 
add to the pool (data or index) usually 
occurs by trial and error. You look at 
the different attainments and add a 
certain number to each of the buffer 
sizes that need adjustment.

Tuning Considerations
 LSR look-aside buffer hit ratios and 
percentages can be misleading. The 
look-aside percentage attained is for the 
buffer in the pool and not necessarily 
for the files that access the buffer. For 
example, a 4KB buffer may reflect a 
look-aside hit ratio of 85 percent. This 
particular buffer size may be used by 
many files in the pool. So, some of the 
files can have a better look-aside hit 
ratio percentage than the buffer attain-
ment while other files may have a lower 
look-aside hit ratio percentage. Tuning 
the index buffer pools should take pre-
cedence over tuning the data pools 
because the index pool usually has more 
I/O activity. In addition, index CI sizes 
tend to be smaller than the data CI 
sizes. So, it’s possible that a smaller 
investment in virtual and real storage 
would be required to improve the hit 
ratio. Also, there are fewer index CIs 
than there are data CIs, so the reference 
patterns for index records would be 
more concentrated.
 Tuning data buffers can vary by 
system because the search patterns for 
the data component are generally ran-
dom and access is dispersed because of 
the size of the data component. 
Obtaining high hit ratios in the data 
component usually entails a large 
investment in virtual and real storage. 
Good data hit ratio candidates are files 
with a compressed access pattern that 
often reference the data, files with 
sequential read activity (browse), and 
files with read for update/rewrite and 
delete activity. 

 Extremely large files with random 
activity can have a negative effect on 
the data pool reference pattern. 
However, even though a data set has 
disperse access to the data, the index 
portion of this data set can obtain 
excellent look-aside hit ratios that 
more than justify the data set be allo-
cated in LSR. Data sets with disperse 
access usually have three levels of indi-
ces, so you could receive hits on the 
index portion, which is three of the 
four I/O operations. VSAM files that 
have Share Options 4 specified should 
never be in the LSR pool because 
direct reads of the CI cause a reread 
from the disk to ensure we have the 
latest copy. This negates the look-aside 
capability of the LSR pool and tends to 
flush good buffers.

Assessing results
 Once changes have been made, 
immediately measure the results after 
adding buffers to a pool. A good result 
is 3 to 5 percent look-aside improve-
ment to justify the virtual and real stor-
age investment being made for a 
particular buffer. If there’s little ROI, 
then consider reassigning these resources 
to another buffer or pool because 
resource availability has a limit. Finally, 
there’s a possibility of improving hit 
ratios by standardizing data CI sizes. 
Standard CI sizes will let you create 
large buffer pools of a limited number 
of CI sizes. This facilitates better 
resource usage.
 Tasks required for performance tun-
ing of LSR pools are:

• Maintain an inventory of files in each 
pool, identifying the associated CI 
sizes

• Reconcile the LSR buffers with the file 
CI sizes to ensure the buffers are prop-
erly allocated

• Review the CICS statistics and ensure 
the installation look-aside hit ratio 
percentages are achieved

• Ensure there are sufficient strings 
available in the LSR pool

• Ensure the LSR pools are statically 
defined via CEDA.

 There are other areas associated with 
tuning the LSR pools that are over-
looked in many installations because 
they aren’t visible or identifiable, there’s 
insufficient manpower to dedicate to 
the tuning process, or there’s a lack of 
understanding as to their importance. 
In some cases, the overlooked area is 
discovered as a result of new applica-
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tions or changes that occur. Some of the 
overlooked areas are:

• Buffer fragmentation
• LSR buffer size vs. file CISZ reconcili-

ation
• Page boundary allocation
• Number of LSR pools defined
• Buffer pool monopolization
• Number of strings required
• Maximum key size.

 The ROI received from tuning these 
areas will vary by installation. Some of 
these changes are minor, but the idea is 
to have a well-tuned system. So, if you’re 
going to look at the LSR pools to make 
them optimum, then fix everything you 
can fix.

Buffer fragmentation 
 Buffer fragmentation is common 
when using LSR pools in CICS; it occurs 
when the file CISZ is smaller than the 
CICS LSR pool buffer being used for the 
I/O operation. It’s common because 
CICS uses only 11 buffer sizes to handle 
the I/O requests from VSAM files. 
VSAM has 28 different CI sizes avail-
able. So, buffer fragmentation is inevi-
table unless you limit the VSAM cluster 
definitions to the sizes CICS LSR sup-
ports. Buffer fragmentation results in 
extra virtual and real storage use for I/O 
operations other than the actual CISZ.
 There are two basic types of buffer 
fragmentation: 

1. Buffer fragmentation that results 
from selecting a CISZ that isn’t one 
of the 11 CICS buffer sizes (such as 
selecting a CISZ of 1.5KB but having 
to use a 2.0KB buffer) 

2. Buffer fragmentation that results in 
not having defined a particular buf-
fer size that results in a CISZ using a 
larger buffer than required, such as 
in the previous example having a 
CISZ of 1.5KB but using a 4.0KB 
because we didn’t define a 2.0KB 
buffer. 

 The second type is definitely an area 
that requires attention. An interesting 
CISZ for a non-VSAM/E (non-Extended 
VSAM) file is 18KB. This CISZ provides 
the best track usage (three 18KB CIs per 
track or 810KB per cylinder) and usu-
ally the most records per cylinder. 
However, this CISZ causes buffer frag-
mentation because the appropriate CICS 
LSR buffer is 20.0KB or a fragmentation 
of 2.0KB. So there’s a choice to be made 
involving disk space vs. buffer fragmen-

tation. Buffer fragmentation is justified 
because of the positive disk space effect 
that results from using this CISZ. The 
18.0KB size isn’t as good a selection for 
Extended VSAM (VSAM/E) files 
because the space allocations aren’t as 
good. This is caused by the need to add 
a 32-byte trailer to the physical record 
size—causing VSAM to use three 6.0KB 
physical records to handle the 18.0KB 
CISZ. This results in a lower track utili-
zation of 720KB per track and repre-
sents an 11 percent reduction in disk 
space use. This an important point to 
remember when converting from VSAM 
to VSAM/E.

Overcoming Problems
 One of the major problems associat-
ed with locating any buffer fragmenta-
tion is the number of VSAM files you 
can assign to a particular pool. An 
option used in some installations to 
eliminate buffer fragmentation is to 
simply assign buffers to all 11 options. 
The problem with this alternative is that 
you may wind up allocating virtual stor-
age to unused buffers—storage that 
could have been used to improve other 
buffers in the pool. So, how many buf-
fers do you allocate to unused buffers 
without wasting too much storage? 
Some organizations are willing to allo-
cate anywhere from three to 25 or more 
buffers to address this condition. 
 Consider a hypothetical situation. 
Suppose you have no files that use a 
16KB buffer and you have 500 20.0KB 
buffers defined. Assigning 20 16.0KB 
buffers results in an allocation of 320KB 
of unused storage every day, week and 
month. If you never have a 16.0 CISZ, 
this becomes wasted storage.
 Wouldn’t it be better to take that 
320KB wasted storage and convert it 
to 16 20.0KB buffers, increasing the 
total to 516 buffers? The initial advan-
tage is that the storage is used, imme-
diately benefiting the 20KB buffers. If 
a 16.0KB file is opened, you have part 
of the allocation in the 20.0KB pool. 
That amount allocated wasn’t the orig-
inal planned allocation, but so what? It 
was an estimate anyway. The impor-
tant thing is to be able to identify the 
occurrence and take action. There’s an 
exception to this condition. You’d 
always ensure you’ve defined at least 
three 32.0KB buffers (minimum allo-
cation) as a safety valve. 
 Another similar consideration 
involves the many VSAM CI size options 
and buffer allocations. It’s somewhat 
typical to see a 1.5KB CISZ allocated for 

an index CI that has a 4.0KB data size 
on a 3390 geometry disk drive. The LSR 
buffer required to process this CISZ is 
2.0KB. Is there any benefit to increasing 
the index CISZ so the entire buffer is 
used? In the case of the index compo-
nent, you may benefit from raising the 
CISZ from 1.5KB to 2.0KB. The benefit 
may not be seen at the sequence set 
level (lowest index level for a KSDS 
file), but at the index set level (the sec-
ond and higher levels in a KSDS file). 
There are several benefits that can occur 
from increasing the index CISZ to 
match the buffer size and eliminate buf-
fer fragmentation, such as:

• The larger index record may result in 
fewer index set records in the file. This 
means fewer buffers are required to 
hold the entire high-level index in vir-
tual storage.

• In some cases, a larger index set record 
may reduce the number of index levels 
a file has. The fewer index levels, the 
fewer index reads required to locate 
the data—reducing the CPU overhead 
to locate a record in LSR.

• In some cases, having a larger index 
CI can reduce or eliminate potential 
key compression problems that result 
in lost disk space and premature CA 
splits. Key compression problems 
aren’t easy to identify.

 The major problem with small data 
CI sizes is that they tend to yield lower 
track utilization and usually result in 
larger index CI sizes. So, for the data 
component, if you have a CISZ of 
2.5KB that requires a 4.0KB LSR buffer 
to process, you’ll get better track utili-
zation by raising the data CISZ to 
4.0KB and will probably also achieve a 
lower index CI size. There are other 
factors to consider in this decision, 
such as the record size and the need to 
have only one record per CI to avoid 
exclusive control conflicts. 
 A small benefit available in the LSR 
pool definition is the number of buf-
fers allocated for the .5, 1.0 and 2.0KB 
buffers. Buffers are allocated in 4.0KB 
increments on a 4.0KB boundary. So, 
you could have inadvertently requested 
an incorrect multiple of buffers for 
these sizes, resulting in fragmented 
buffer storage. When requesting stor-
age for these particular sizes, ensure 
that the total number of buffers is a 
multiple of:

• 0.5KB – multiple of eight
• 1.0KB – multiple of four
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• 2.0KB – multiple of two.

 For example, imagine that you 
requested 25 1.0KB buffers. This would 
require 25KB to accommodate the buf-
fers. However, the buffers are allocated 
in page increments (4.0KB). The actual 
allocation would be 28KB, or space for 
an additional three buffers without 
increasing the total allocated storage.

Hashing’s Impact
  CICS has a capacity of eight sepa-
rate LSR pools to be defined in z/OS 
and 15 in z/VSE. These pools are 
known by a sequential number of one 
to eight (or 15 in the case of z/VSE). 
When LSR support was first added to 
CICS, the search for a particular CI in 
the buffers was sequential. As you 
added more buffers to a pool, the 
search for the record got longer and 
used more CPU than doing an actual 
physical I/O operation. So, the use of 
different pools was justified to distrib-
ute the search cost across several pools, 
reducing the average search cost. 
However, IBM improved the LSR 
search algorithm in the early ’90s 
(later for z/VSE) and changed the 
algorithm from a sequential search to a 
hashing technique. Hashing provides a 
relatively even search cost regardless of 
the pool size. There’s still a little addi-
tional overhead possible when having 
to handle synonyms (CIs that hash to 
the same place). This is usually a minor 
cost. However, we now can allocate 
large buffer pools without the sequen-
tial search cost. So, the question is, do 
we need multiple pools and what are 
the benefits?
 As a result of the new search algo-
rithm and the capacity to allocate up to 
32KB buffers by buffer size, the need to 
allocate more than one pool has been 
reduced. Consolidating multiple buffer 
pools into one buffer pool can have 
some advantages because a larger num-
ber of buffers is  available among pool 
participants. Access patterns to disk files 
may not be consistent. Some files may 
be heavily accessed while others may be 
lightly used. The access patterns may 
vary during the day. Heavily accessed 
files during the morning may not be as 
heavily used in the afternoon. This con-
cept can be seen in the larger capacity 
disk drives available today. There was a 
fear many years ago that, as you 
increased the disk storage capacity 
under one access mechanism, there 
would be increased contention. Modern 
disk technology includes disk cache 

storage that has been instrumental in 
reducing contention. So, if the disk vol-
umes have varied access patterns, then 
wouldn’t it also be true for the buffers 
assigned? 
 There’s a tendency to add “a few 
more buffers” when defining a pool as a 
kind of safety valve. For example, you 
may determine that, in a particular pool, 
you need 400 4.0KB buffers. However, 
you may allocate 425 or 450 buffers to 
allow for growth or to give you a small 
fudge factor. If you do this across the 
different buffer pools, you have over-
allocated the pools. Consolidating these 
pools gathers all the buffers and fudge 
factors into one large pool and lets 
VSAM allocate the buffers to the files 
that need it.

Buffer Monopolization 
 Another reason for having addition-
al LSR pools is to segregate files that 
monopolize an LSR pool buffer. The 
emphasis on the word buffer is inten-
tional. A file monopolizes a buffer in a 
pool and not the pool. However, what 
CICS statistic do you use to determine 
that a file is monopolizing a particular 
LSR buffer? CICS file statistics concern 
the number of I/O requests and not the 
number of buffers used. One could 
reach the conclusion that I/O requests 
equal the number of buffers, but that 
could be wrong. Consider a highly 
accessed key-point file that may consist 
of 100 CIs. This file could reflect mil-
lions of requests a day but would  use 
only 100 buffers, maximum. Another 
example would be a heavily browsed 
file. Here, the number of browse requests 
doesn’t consider the number of look-
aside hits you had in the same CI before 
you had to use another buffer for the 
next CI.
 Most performance monitors don’t 
reflect the number of buffers a file actu-
ally uses; this is the information needed 
to determine which, if any, file is 
monopolizing a buffer in a pool. 
However, before determining that a file 
is monopolizing a particular buffer, 
there’s another step to take. You also 
must define the word “monopolizing.” 
What do you consider a monopolizing 
percent? 90 percent? 70? 50? 
 We need to review certain concepts 
before we can address LSR buffer 
monopolization. 
 First, all files in a CICS system aren’t 
simultaneously accessed. In fact, studies 
have shown that 20 percent of the 
defined files in a CICS region are con-
tinuously used. This is similar to the 

“old” inventory 80/20 rule where 20 
percent of the inventory represents 80 
percent of the activity. The 20 percent 
may represent your installation’s most 
important files; they’re your “bread and 
butter” files. 
 Second, LSR is a means of sharing 
resources. The algorithm CICS uses to 
allocate buffers is an LRU formula. 
Buffers that contain data are holding the 
most recently referenced CIs. Your 
bread and butter files probably populate 
most of these buffers. Don’t you need 
fast access to provide good response 
times for these files? So, what’s wrong 
with having them monopolize the buf-
fer pools?

robin Hood in reverse
 LSR tuning is really a Robin Hood 
story in reverse. In LSR, you use the 
resources of lightly or intermediately 
used files to better support higher activ-
ity files. In other words, “you rob from 
the poor to give to the rich.” You take 
resources from low-activity files to give 
to high-activity files. If your response 
times are good, why should you worry 
because you had to do an I/O for one of 
the 80 percent of your files that has less 
activity? Their participation in LSR is to 
contribute resources. It sounds sort of 
cruel, but that’s the truth. Or, you can 
think of it another way. If you had 
placed this low-activity file into NSR to 
“protect” its resources, you’d have virtu-
al storage allocated to the file at the 
expense of being able to provide this 
storage to your bread and butter files.
 So, when is buffer monopolization a 
problem? The best response is, when 
you aren’t receiving good response times 
from your important files while achiev-
ing a high look-aside hit ratio. This 
condition usually manifests itself in one 
or two files controlling more than 80 
percent of the buffers—affecting other 
high-activity or important files. A pos-
sible solution is to add more buffers 
even though you may be achieving the 
look-aside hit ratio. The idea is that, 
eventually, the high-activity files in the 
buffer pool will meet their buffer 
requirements and allow other lower-
activity files to acquire and hold buffers. 
The other possibility is to move one or 
both of these files to their own pool.
 There may be times when you want 
to place a file in its own separate pool to 
ensure the entire file is in virtual storage 
(this is the equivalent of a data table). 
This concept is used when you have a 
data table candidate, but due to the 
amount of output I/O, the data table 
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may not be a good performer. The 
quoted I/O objective is that a data table 
should be used for a file that has 90 per-
cent or more read operations. So, if you 
have a file that has 60 percent read vs. 
write operations, the file may not per-
form as well in a data table as in LSR. 
This type of file is usually highly 
accessed and small enough to be a data 
table candidate. However, due to the 
high write-to-read ratio, it may not be a 
good candidate for a data table. So 
assigning this particular file to its own 
LSR pool may be justified.

How Many Strings? 
 One final area that may require 
defining more pools is if you have a 
pool that requires more than the maxi-
mum 255 strings that can be assigned to 
a pool. This may happen, but be sure 
you’re getting good look-aside hit ratios 
before exercising this option. The better 
the look-aside, the faster the string is 
released.
 Another area that requires attention 
is the number of strings assigned to an 
LSR pool. The number of strings 
required depends on the pool activity 
and type of operations being performed. 
The first consideration is the activity 
against the files. Some activity requires 
only one string, but other activity that 
involves AIX files will require additional 
strings, especially if it’s an upgrade AIX. 
Certain I/O requests immediately 
release the string, such as a direct read. 
However, browse or read for update 
operations will hold the string for a lon-
ger period of time. 
 The number of strings required also 
is affected by how well the look-aside 
hit ratio is working because the better 
the look-aside hit ratio, the faster the 
string is released for use by another file. 
The number of strings assigned is gen-
erally overallocated. So, before increas-
ing the number of strings in a pool, 
ensure you’re attaining the look-aside 
hit ratio for both the index and the data 
components. The higher achievement 
in the look-aside hit ratio, the fewer 
physical I/O requirements for an I/O 
operation. CICS provides information 
about how many strings are allocated, 
how many are currently in use, the peak 
number of strings, the number of times 
you had to wait for a string, and how 
many are currently waiting for a string. 
You want to have zero wait on strings. 
The objective is to have the peak num-
ber of strings used around 40 to 60 per-
cent of the total allocated. 
 There are two types of string waits 

associated with files assigned to LSR. 
The first is a string wait caused by hav-
ing insufficient strings assigned to the 
entire pool to handle the concurrent 
requests that can occur at any given 
point. If the look-aside objectives are 
being met, add more strings. The second 
condition is associated with the number 
of strings that can be assigned to the file 
at any moment. This type of short on 
strings condition would be reflected at 
the file level, not at the LSR pool level. 
The number of strings specified for a file 
represents the maximum number of 
concurrent requests allowed for that file 
at any given moment. As with all short 
on strings conditions, ensure the proper 
look-aside hit ratios are being achieved 
for the associated buffer sizes. If not, 
adjust the buffers first to get the 
improved look-aside hit ratio.

Key length 
 Associated with the number of 
strings specified is the key length 
assigned to the pool. Fixing the speci-
fied pool key length is a minor point 
because not much storage is involved. 
The key length must be at least as large 
as the longest key of any file opened in 
the pool. Many installations simply 
specify a key length of 255 bytes. This 
specification results in a waste of virtual 
storage in most installations because it’s 
rare to see a key greater than 128 bytes 
long. The key length is used during each 
I/O operation in which a string is 
involved. So, if both strings and key 
length are overallocated, the resulting 
storage reflects some waste. Reduce the 
key length to 128 or lower and use the 
saved storage for additional buffers.

Conclusion
 In closing, it’s probably much easier 
to identify which files aren’t candidates 
for LSR. As previously mentioned, Share 
Options 4 files should never be assigned 
to LSR because there’s little look-aside 
that can occur on these files. Keeping a 
Share Options 4 file in an LSR pool 
tends to flush the buffers because the 
assigned buffer becomes the most 
recently used and won’t be reused. There 
are some highly active third-party pack-
age control files that are specified Share 
Options 4 and can have devastating 
effects on your LSR pool statistics. 
 Another type of file is one that 
doesn’t follow command-level program-
ming guidelines. An example is a non-
RLS file that receives a read for update 
request in the middle of a browse opera-
tion (READNEXT). Although this func-

tion works while the file is assigned to 
NSR, in LSR (non-RLS) the task will 
hang and can cause problems that affect 
the entire system. In NSR, a second 
string is assigned to handle the read for 
update request and the CI is reread into 
a new buffer assigned to the second 
string. The CI would appear twice in 
storage. Another file type that could 
cause problems for an LSR pool is one 
that has many CA splits because the 
buffers aren’t reused. These types of files 
should be tuned separately to reduce 
the number of CA splits if you want to 
keep them in LSR.
  Note that CA splits under LSR don’t 
tie up the CICS Task Control Blocks 
(TCBs) while performing the CA split. 
LSR uses synchronous file requests and 
the UPAD exit to handle CI and CA 
splits. This method doesn’t tie up either 
the subtask (CO) or main task (QR) 
TCBs. VSAM takes the UPAD exit while 
waiting for a physical I/O to complete, 
allowing for processing to continue, and 
lets CICS dispatch other work. NSR file 
control requests are done asynchro-
nously and cause the CICS main task 
(QR TCB) or subtask (CO TCB) to wait 
during the split. It’s best to activate 
VSAM subtasks if you have NSR files 
prone to CI/CA splits. Effective use of 
the VSAM subtask (CO TCB) requires 
that CICS be running on a multi-pro-
cessor. CICS supports transaction isola-
tion for files defined in LSR but not in 
NSR.
 This article reviewed many concepts 
on how to improve the performance of 
your LSR pool that can result in better 
response times for your transactions in 
an online environment. The better the 
look-aside hit ratio, the less I/O over-
head the system is going to have, and 
the better use of CPU, storage, and I/O 
resources for applications running 
under CICS. Tuning LSR pools is easy, 
but it requires occasional review once 
you do your initial tuning. Z
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While IMS is still the central repository for critical data at many 
large enterprises, it’s not your father’s IMS. Over the years, IMS 
has evolved from a few databases running on one IMS image 

to data sharing across multiple IMS images, to access from other systems 
such as DB2 and CICS/DBCTL, and even to access from the Internet. 
 Applications that were written in the ’70s and ’80s were simpler than 
today’s applications; the databases and systems were more finite and 
clearly defined. As IMS has expanded, the applications have become 
more complex—even simple applications span multiple IMS images 
and spawn business processes that run on several IMS systems. Other 
applications enter requests from the Web and “hop” between WebSphere 
Application Server, IMS Connect, WebSphere MQ, CICS, IMS, and DB2. 
 Opening IMS to the Web has breathed new life into legacy databases, 
but added complexity. When business processes and applications fail in 
these mixed environments, it can be difficult and time-consuming to 
determine what caused the problem. Moreover, the problems are more 
visible because many different systems and users are involved; an out-
age in a Web application may generate headlines as well as causing 
expense and possibly lost business. 
 So, when you encounter a problem in an IMS application, how do you 
determine what caused it? Finding the cause of a problem can be like 
trying to find a needle in a haystack. This article examines how you can 
use an IMS log analysis tool to help you find relevant information and 
quickly identify and resolve problems.  

Performance: Just One Factor
 Performance issues are one cause of application problems; other > 

simplifying iMs 
Problem 
Determination 
through analysis

By Dale Wood
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problems arise from communication 
failures, application errors, and data 
integrity issues. Monitoring tools are 
usually designed for real-time data cap-
ture and analysis, rather than historical 
analysis.  
 Monitoring tools provide a real-time 
view of the system and can tell you how 
long it took for a transaction to com-
plete, but they don’t offer a historical, 
detailed view of the steps this transac-
tion may have followed while IMS pro-
cessed it. These business application 
flows may include message switches, 
multiple database updates, or a call to a 
DB2 subsystem. To see these flows over 
time and diagnose incorrect results or 
integrity problems, you need detailed 
historical information such as that 
stored in IMS logs.

IMS logs Overview
 The IMS logs, more commonly 
known as Online Log Data Sets (OLDS) 
and System Log Data Sets (SLDS), 
record and store a wealth of informa-
tion, including:

• Receipt of an input message in the 
input queue and successful receipt of 
an output message by a terminal

• Online transaction information, 
including receipt of a message and 
insert of a message into a queue 

• Start and termination of programs
• Users signing on, signing off, and per-

forming actions
• Before and after images of database 

updates by programs. 

 IMS logs contain most of the infor-
mation needed to identify and analyze 
the activities and events in your IMS 
environment. But the primary purpose 
of IMS logs is simply to record the 
information, not to organize and pres-
ent it in a way you can easily use. 
Records have obscure contents, and the 
quantity of records in logs can be daunt-
ing; a log can contain millions of 
records, and many log data sets can be 
written in a short time.

Toilsome log Data Analysis
 The quantity and complexity of IMS 
log records can make your head spin. It 
takes an IMS expert to determine which 
log data sets and log records are needed 
for problem diagnosis and what those 
records mean. Even if you’re an expert, 
it can be difficult, time-consuming, and 
error-prone to find and access the infor-
mation you need. If an unplanned out-
age or critical problem occurs, diagnosis 

time can be costly.
 The real challenge is finding the 
cause of a problem in the volumes of 
information in the IMS logs. For exam-
ple, a user may have reported unex-
pected (and unexplained) database 
updates. It could be something as sim-
ple as faulty application logic incorrectly 
updating a field. It could be more com-
plex, such as a transaction that updates 
the account number in the customer 
database, and then incorrectly spawns a 
remote transaction to run on another 
IMS—with the second transaction mak-
ing undesired updates from the wrong 
IMS system. If you knew why the prob-
lem was occurring, you could easily fix 
it. How do you find out why the prob-
lem happened?
 The information you need to diag-
nose the problem is often somewhere in 
the IMS logs, but the log records you 
need are mixed in with millions of 
records irrelevant to the problem. You 
need a complete view of the application 
flow in context with the other activity 
that was occurring when the transaction 
was executing. In addition, clues about 
the problem might be contained in many 
different types of log records. You need 
to understand contents of the relevant 
records and how they correlate. 
 IMS provides tools that let you dump 
the IMS log records and select and indi-
vidually view records. You may have 
written your own tools to correlate some 
of the IMS records and better under-
stand application flow, or you may have 
written ad hoc reports when a failure 
occurred. You may have developed a 
process to get this information with 
REXX EXECs or SAS reports. But who 
maintains this process when a new ver-
sion of IMS is released and the format 
of the log records is changed or new 
types of log records are added? 
 To address compliance regulations, 
you may periodically need to investigate 
a user’s actions. You may be asked to 
track unethical employee activity. For 
example, a service representative at a 
phone company may apply a payment 
to the account of a friend—even though 
the payment was never received. Log 
records can provide supporting docu-
mentation to the legal department. 
 IMS logs contain information you 
need, but how can you easily find it?

log Analysis Tools
 When you have an IMS problem, 
check your monitoring tool to see 
whether the problem is related to per-
formance. For performance problems, 
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follow your standard procedures. For 
solving most problems, you must gather 
diagnostic data from the IMS logs.
 Use a tool that gathers the log records 
relevant to the problem and presents log 
data in an understandable form. Use the 
tool to correlate the raw data in the logs 
into an application flow for a business 
view. For example:   

• Use the tool to synthesize millions of 
log records into a few pertinent work 
flows and correlate all related log 
records into a concise view that reflects 
all events for an IMS transaction or 
application flow.

• The tool can provide a big-picture 
view of application processing, regard-
less of how many transaction message 
switches occurred or how many IMS 
systems were involved and help less-
experienced technicians understand 
application flows.

• Employ the tool’s capability to drill 
down from a logical view of the appli-
cation flow into detailed views of the 
individual records that comprise the 
transaction.

• The tool can search for pertinent log 
records by a specified criteria, and 
perform complex searches with com-
binations of criteria. 

• Show a transaction in context with all 
other activity occurring in the system.

• Use audit user, terminal, database, and 
other activities to explain “who did 
what” during a specific time interval 
and exactly what they did. 

Intelligent Processes
 For an IMS log analysis tool to help 
you determine the root cause of a prob-
lem, it must know which log records are 
relevant—log records that represent 
important actions related to a particular 
IMS object (transaction, database, user, 
and so on). A robust tool will correlate 
this information and retain it as a logical 
unit of work. The logical unit of work 
contains the information you need.
 For example, you can use an IMS log 
analysis tool to extract only the perti-
nent information for an application fail-
ure that occurred around 10 a.m. You 
aren’t forced to sift through hundreds or 
thousands of IMS log records that are 
“noise.”

Database Update Activities
 Sometimes, you need to identify 
which updates were made to an IMS 
database. For example, you might need 
to diagnose the cause of a database 
integrity problem because “someone” 

incorrectly updated the database or an 
application program was in error. Look 
for a tool that can provide correlated 
information on all updates to a database 
from all IMS systems in a given time-
frame. 

Message-Switching Transactions and 
MSC Traffic
 Transactions that message-switch in 
a single IMS or across multiple IMS sys-
tems via Multiple Systems Coupling 
(MSC) links present challenges. With a 
good IMS log analysis tool, you can 
trace message-switching transactions by 
collecting data from each remote site, 
creating an extract file, and forwarding 
the extract file to the local site. At the 
local site, you can execute a job that 
uses the remote extract file as input and 
processes local log data sets, producing 
reports on all transactions in the appli-
cation flow across all IMS sites. 
 A comprehensive IMS log analysis 
tool analyzes MSC traffic even if the 
data from one or more of the participat-
ing remote IMS systems isn’t available. 
If you’re analyzing data from a single 
IMS that’s in a MSC environment, you 
see log records for the transactions from 
the local system. Some log records show 
the outbound messages or transactions 
being queued to the MSlink names for 
delivery to another IMS. Other log 
records show the replies or messages 
from the MSlink as the transaction 
came back to the originating IMS sys-
tem.

Audit Trail
 In our compliance-conscious envi-
ronment, it’s increasingly important to 
see who does what and when they do it. 
You know all activities are recorded in 
IMS logs, and you need to be able to 
quickly find specific information and 
present it to someone who may not be 
familiar with IMS at all. They just want 
answers. Look for a tool that makes it 
easy to find the information you need 
and provides the data in simple, concise 
reports. 

flexibility
 A log analysis tool must be intelli-
gent and intuitive, but also flexible 
enough to accommodate the needs of 
expert IMS technicians. Solving prob-
lems requires the ability to process the 
large amount of data on the IMS logs 
and present it to the technician in a 
summarized understandable format.  
Flexible, powerful search capabilities are 
essential. Use a tool that lets you: 

• Search for various types of targets 
such as user IDs, transaction origins 
and destinations, and database names

• Include and exclude specific types of 
log records 

• Use a combination of searches
• Search for content in IMS transaction 

input and output messages
• Zoom in or out to narrow or expand a 

search and weed out irrelevant 
records. 

Summary
 IMS log records contain much of the 
information you need to determine 
what caused a problem, but it’s difficult 
to manually collect, correlate, and 
understand the relevant records. You 
need a tool that can help you quickly 
and easily find the problem; such a tool 
should give you just what you need, 
when you need it. Z
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I
n December 1993, the Hursley 
Development Laboratories released 
a product called Message Queue 
Manager for MVS/ESA, which 

joined a small family of existing prod-
ucts, all of which were part of the new 
IBM MQSeries family.  
 Today, MQSeries is known as 
WebSphere MQ, or more familiarly as 
“MQ,” and is the industry-leading pro-
vider of Message-Oriented Middleware 
(MOM). Used by more than 10,000 cus-
tomers across numerous industries, it’s 
a key component in IBM’s Service-
Oriented Architecture (SOA) strategy, 
providing the universal messaging back-
bone across almost 80 different plat-
form configurations and a wide range of 
programming languages and interfaces. 
In addition, in 2004, it became the first 
software-only product to win the presti-
gious MacRobert Award from the Royal 
Academy of Engineering. 
 The WebSphere MQ story is a won-
derful example of collaboration 
between IBM research, development, 
and industry specialists as well as our 
customers to shape a product and a 
technology. This article will trace its 
beginnings and its evolution into a 
world-class, cross-platform product 
that exploits individual platform fea-
tures to benefit customers. Nowhere is 
this more evident than on z/OS. 
 As we will see at the end of this arti-
cle, the latest release—WebSphere MQ 
Version 7.0—continues to address cus-
tomer business needs by provision of a 
fully integrated Publish/Subscribe capa-
bility—the first time this has been 
offered on z/OS.
 There have been many significant 
contributors to the success of MQ, and 
to mention them all would take a large 
part of this article! But Rob Drew, Dick 
Dievendorff and C. Mohan, Ph.D., were 
particularly instrumental in ensuring 
that MQ on z/OS started off with the 
right technical structure. In the late 
’80s, IBM recognized a need, especially 
in the finance Industry, for what we 
now call MOM. At the time, IBM had 
no solution in this area. A Message/
Queueing/Transaction Routing Task 
Force was assembled to examine the 
problem and recommend solutions. The 

focus was firmly on the MVS platform 
and the need for message queueing 
facilities between subsystems such as 
CICS, IMS, and batch. 
 At the same time, the Systems 
Application Architecture (SAA) initia-
tive, intended to create cross-platform 
Common Programming Interfaces 
(CPIs), emerged to facilitate easier 
deployment of applications across IBM 
platforms. 
 The result of these two initiatives 
was the inclusion in the late ’80s of a 
specific programming interface— 
CPI-M—within the SAA blueprint to 
provide the semantics for inter-process 
message queueing. This defined an API 
for messaging that would instantly be 
recognized today by anyone familiar 
with MQ. Moreover, the important con-
cepts of message-driven processing in a 
transactional context also were recog-
nized and documented.
  The next step was to build it, and it 
happened there were two U.S. assignees 
to CICS in Hursley, both of whom had 
particularly relevant history in this area. 
Rob Drew and Dick Dievendorff had 
worked together in the early ’80s on 
several advanced technology projects; 
one of the results was a prototype queue 
manager on MVS and another was a set 
of infrastructure facilities called Data 
Systems Control Facility (DSCF), which 
was extracted from the then single DB2 
address space (ADMF) to form the basis 
of what’s now the System Services 
Address Space in DB2.
 DSCF, one of IBM’s crown jewels, is 
a framework of services that make it 
easier to write a server program that can 
support many concurrent cross-memo-
ry accesses from many address spaces 
with robust isolation characteristics 
while providing robust recovery and 
logging facilities that can support sin-
gle- or two-phase transactional seman-
tics. It provided the perfect base on 
which to build a robust queue manager 
on MVS that would provide transac-
tional message queueing capabilities via 
a brand-new API. 
 So when the requirement to build a 
queue manager accessible from CICS 
came to Hursley, we had two people in 
the right place at the right time who 

knew how to build it. In 1990, a devel-
opment team was formed to build what 
would be the first release of MQ on 
MVS; its starting point was the DSCF 
infrastructure code from DB2. 
 With the help of the Santa Teresa 
Lab and the DB2 product team, approx-
imately 100Kloc of DSCF code was 
ported from DB2 V2.3, providing a 
robust base for the queue manager.
  Figure 1 shows the overall structure 
of the first release of the Queue Manager 
on MVS; there have been extensions 
over the years, notably for the IMS-
Bridge and sysplex shared queues sup-
port, but the fundamental structure is 
unchanged.
 Today’s MQ runs as a formal MVS 
subsystem in Key 7 in a single address 
space. Application access via the MQ API 
occurs through a program call from spe-
cific adapters that run in the application 
environments—CICS, IMS or batch/Time 
Sharing Option (TSO). The Connection 
Manager, Recovery Manager, Log 
Manager, and other components not 
shown are provided by DSCF, with some 
relatively small modifications. The 
semantics of the MQ API required spe-
cial components to handle the Message 
and Security Manager components. In 
addition, the requirements of an efficient, 
robust queue manager capable of a high 
degree of concurrent access were such 
that, while some database techniques 
were applicable, invention was required.
 Having had help from DB2 
Development with the DSCF code, IBM 
Research in Almaden and C. Mohan 
helped with the recovery aspects of the 
design. The result was a structure that’s 
familiar to database designers where 
messages are mapped by the Data 
Manager into 4K pages in buffer pools 
and a Buffer Manager is responsible for 
efficient mediation between page 
requests and the data on DASD.
 With Mohan’s help, his Algorithms for 
Recovery and Isolation Exploiting 
Semantics (ARIES) were implemented. 
The result was a write-ahead logging 
methodology with the use of page log 
sequence numbers and compensating log 
records that provided a robust, predict-
able logging and recovery methodology 
for persistent messages. These principles 
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were extended to provide a novel way of 
implementing in-storage transactional 
semantics for non-persistent messages—
where the message data itself was allowed 
to age from the buffer pools to DASD but 
the log was in virtual storage.
 So having established the robust 
design and code base for a queue man-
ager, work began on design and devel-
opment of the following:

• Message Manager component, which 
would be primarily responsible for 
implementing the MQ semantics

• Security Manager, which would imple-
ment access controls through the SAF 
interface

• A specialized Lock Manager used by 
both the Message and Data Manager 
components.

 Communication with other queue 
managers to support remote queueing 
was to be via Systems Network 
Architecture (SNA) LU6.2 protocol 
only; an expedient solution to do this 
via CICS Intersystem Communication 
(ISC) was designed and developed.
 Messages in one queue manager are 
transmitted to another queue manager 
by communicating pairs of applications 
known fondly as “movers.” A sender-
receiver pair of movers operates by the 
sending partner issuing MQGETs to 

retrieve messages from transmission 
queues on the sending side, then batch-
ing the messages to transmit them to 
the receiving partner, which issues 
MQPUTs to place the messages onto 
the target queues.
 MQ proprietary communications 
protocols enforce transactional seman-
tics to ensure reliable message transmis-
sion and can operate over forms of 
transmission protocols—such as  
TCP/IP—that don’t provide transac-
tional support.
 While the new team in Hursley was 
developing the first queue manager on 
MVS, there were other developments 
important to shaping MQ.
 The CPI-M proposed as part of the 
SAA blueprint was being refined into 
what would become the MQ API. IBM 
also realized that a cross-platform reliable 
messaging facility needed to run on all 
customer platforms, not just its own. 
CICS had first explored this notion when 
product management was looking at pro-
viding CICS on UNIX—not just AIX.
 It would take some time for IBM to 
produce its own version of MQ across a 
wide range of customer platforms. 
While a team was being formed in 
Hursley to develop MQ on distributed 
platforms, a partner was sought so MQ 
could have a significant cross-platform 
presence from the start.

 System Strategies Inc. had a product 
called ezBridge Transact that provided 
message queueing facilities across sev-
eral platforms—both IBM and non-
IBM. IBM formed a partnership with 
them whereby ezBridge Transact would 
provide support for the MQ API while 
IBM was developing its own version.
 All the pieces were in place, and in 
1992, IBM announced MQSeries as a 
cross-platform messaging API as part of 
the SAA blueprint. In September 1993, 
MQSeries V1 became available on 
VSE/ESA, Digital VAX/VMS, and 
AIX/6000, followed in December by 
DOS, OS/2, Windows, OS/400, 
System/88, and Tandem. Support was 
provided by the ezBridge Transact prod-
uct and, in December, by Message 
Queue Manager for MVS/ESA V1.1.1—
the first true MQ product.
    The Hursley team gradually intro-
duced its own versions of MQ on dis-
tributed platforms; the first appeared in 
1994 on the AS/400 platform. Additional 
functionality was introduced as cus-
tomer acceptance drove more require-
ments. A key functional enhancement 
on the z/OS platform was the introduc-
tion in 1995 of a new component—the 
Channel Initiator Address Space—
which provided support for TCP/IP and 
SNA LU6.2 communications. This 
enhancement reflected growing indus-
try adoption of TCP/IP as the de facto 
communications protocol.
 Driven by the increasing adoption of 
MQ for connectivity not only across 
platforms but between application envi-
ronments on the MVS platform itself, 
another key function—the MQ-IMS 
Bridge—debuted in 1996.
 While IMS applications could access 
MQ by coding MQ calls in their trans-
action programs, there was a growing 
need to provide a bridge between MQ 
and existing transactions that were 
using the familiar IMS messaging API. 
The IMS Open Transaction Manager 
Access (OTMA) component provided a 
mechanism where IMS transactions 
could be driven as if they were commu-
nicating with 3270 terminals and the 
MQ-IMS Bridge is an internal compo-
nent that uses XCF to communicate 
with OTMA. This lets an MQ applica-
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tion, running anywhere, drive an IMS 
transaction and receive the reply; it was 
a significant addition to the MQ con-
nectivity portfolio that many IMS cus-
tomers use. A similar facility for CICS 
was introduced in 1997 that paved the 
way for CICS and IMS applications to 
access MQ and its growing customer 
network either explicitly or implicitly.
 In 1999, MQ introduced support for 
the MVS Syncpoint Manager, more 
familiarly known as Resource Recovery 
Services (RRS) to provide transactional 
support for what used to be traditional 
batch environments. 
 By 1999, the Hursley MQ products 
were well-established with increasing 
adoption by customers on all platforms. 
On the MVS platform, MQ was provid-
ing a range of connectivity services 
between application execution environ-
ments. However, if customers wished to 
use MQ to communicate across Logical 
Partitions (LPARs), then use of TCP/IP 
or SNA was required between queue 
managers on the different LPARs.
 Also introduced in 1999 was MQ 
clustering, which today is widely used 
across all platforms. While it provides 
improved availability for new message 
data, if there’s a queue manager failure, 
messages in queues owned by that queue 
manager are unavailable until a restart. 
IBM had already introduced sysplex 
data-sharing technology with DB2 and 
another great collaboration across IBM 
was occurring.
 Early in 1996, the MQ development 
organization started looking at the pos-
sibilities for queue sharing across the 
sysplex as part of the overall parallel 
sysplex initiative. The benefit to MVS 
customers was clear: Queues could be 
accessed from anywhere in the sysplex. 
This represented significant perfor-
mance improvements compared to the 
alternative of using network protocols. 
There also was the promise of improved 
availability if the design was to result in 
message queues that weren’t owned by 
any individual queue manager.
 Over the next few years, the MQ 
design for sysplex shared queues was 
shaped with the active help of: 

• The S/390 Design Council (SDC)
• The Customer Design Council (CDC), 

forerunner to what’s now the zSeries 
e-Business Leaders Council (zBLC)

• The IBM organization at large
• MQ customers at large. 

 Lessons were learned from both the 
DB2 data-sharing model—a Coupling 

Facility (CF) cache-based model—and 
the design for IMS shared queues, which 
was a CF list-based model.
 A cache-based model was superfi-
cially attractive because the existing 
non-shared message queue design was 
firmly based on a 4KB page mapping 
design, as was DB2. But the problems 
posed by attempting to implement the 
MQ semantics with a cache model 
proved formidable. Ultimately, IBM 
decided to proceed with a list-based 
design. Working closely with the 
Poughkeepsie CF team, extensions to 
the existing CF semantics were defined 
to provide the necessary constructs to 
implement the MQ API.
 Each queue manager accessing a set 
of sysplex shared queues would be in a 
Queue Sharing Group (QSG) analogous 
to a DB2 Data Sharing Group.
 Like DB2, each queue manager in a 
QSG would use its own logger to record 
updates. This meant that, while perfor-
mance would scale well horizontally, a 
loss of CF queue data would require a 
QSG restart to rebuild the data from 
backups and updates across all the logs. 
As part of the design, MQ also introduced 
what was effectively a transaction table in 
the CF itself, which is used to enable peer 
recovery for in-flight transactions in the 
event of a queue manager failure.
 In 2000, the first release of shared 
queue support for non-persistent mes-
sages only was released. Persistent mes-
sage support followed in 2002 and in 
2005, support emerged for shared queue 
messages up to 100MB. This enabled 
most MQ applications to take advantage 
of shared queues as their business needs 
dictated.
 Currently, we’re seeing increasing 
use of shared queues as business needs 
drive customers to require ever-higher 
levels of availability that only sysplex 
sharing capabilities can address.
 So, as MQ today continues to grow 
in both total number of customers and 
the depth of customer exploitation of 
MQ, what are the next challenges and 
opportunities? The growing importance 
of SOA and the growth of Web services 
and other connectivity mechanisms are 
clearly important developments.
 Because of the loosely coupled nature 
of the message queueing model, many 
MQ customers feel they’re already 
adopting SOA principles, and the 
recently released MQ Service definition 
SupportPac, MA93, lets MQ applica-
tions be catalogued as software assets, 
which can then be reused and com-
posed as Web services.

 A new set of customers—many inter-
ested in the recently released HTTP-
MQ bridge supportpac, MA0Y—are 
becoming aware of what MQ can pro-
vide a universal messaging backbone 
capable of accessing and delivering busi-
ness data both inside and outside their 
enterprises.
 In addition, the growing importance 
of IBM’s Enterprise Service Bus (ESB) 
products presents new opportunities for 
MQ. The idea that MQ and ESB can 
access business data from anyplace, 
transform it into any format, and route 
it to anywhere might sound like a nice 
piece of marketing jargon, but it’s backed 
up by real products!
 As the movement to a more service-
oriented business continues at varying 
rates, customers are demanding ever-
higher availability for their business and 
the IT systems that support it.

WebSphere MQ Version 7
 The latest release—WebSphere MQ 
Version 7.0—provides support for event-
driven SOA by provision of a fully inte-
grated Publish/Subscribe capability 
within MQ itself. Topic objects are pro-
vided to help administration and access 
control security also can be specified. 
JMS performance has been improved 
and new calls and behaviors for the MQ 
API have been provided to support the 
ability to carry “side-information” along 
with the message data. Recognizing the 
growing importance of Web 2.0 technol-
ogy, WebSphere MQ V7.0 also includes 
a bridge for HTTP (this is the aforemen-
tioned MA0Y SupportPac function) that 
can be used to link AJAX applications to 
the WebSphere MQ backbone using a 
“RESTful” programming model. Both 
point-to-point and publish and sub-
scribe messaging are supported, and this 
powerful new facility is especially useful 
when a customer has a requirement for a 
zero-footprint client. See the IBM 
WebSphere MQ homepage at www.ibm.
com/software/integration/wmq/ for 
more details.
 Over the past 15 years, MQ has 
shown considerable vitality as new busi-
ness and technological    challenges 
emerged. There’s no reason to not expect 
another 15 years of success with MQ if 
IBM continues to successfully collabo-
rate with customers. Z 
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upfront price can be deceptive. “With an entry price of $1 
million for almost all users,” he says, “the z10 may seem out 
of reach to users who have followed a path of purchasing 
older, second-user systems for the past few years. Yet despite 
this relatively high minimum entry price, the z10 makes 
economic sense for most small- to medium-size 
installations.” Graham goes on to show how substantial 
reductions in ongoing software and maintenance costs mean 
that the capital cost of a z10 can be recovered in just over 
two years, even for a z900 user growing at a modest 10 
percent. For sites with more rapid growth plans, of course, 
the payback time can be considerably shorter.

Around the Vendors
 Micro Focus, one of the leading players in legacy 
application modernization, has acquired NetManage, a key 
company in the legacy-to-Web sector. The deal, worth 
about $73 million, should provide the combined 
organization with a formidable range of tools and services 
to offer customers involved in re-engineering their core 
COBOL-based applications.
 SOA Software announced version 6 of its SOLA Service-
Oriented Architecture product. The main benefit of the 
SOLA toolset, say its developers, is its comprehensive 
nature. The SOLA run-time environment runs entirely on 
the System z, eliminating the need for middleware and 
vastly reducing the overhead involved in integration, while 
the SOLA Development Studio aims squarely at improving 
programmer productivity. 
 The recently announced alliance between software 
vendors ASPG and Innovation Data Processing is an 
interesting one in that the focus is more financial than 
technical. While the two companies are closely competitive 
in the mainframe data encryption sector, they have 
complementary strengths. The crux of their agreement is 
that customers can have the best of both worlds, benefiting 
from a substantial discount on the price of ASPG’s 
MegaCryption and Innovation’s FDRCRYPT, combined. Z 
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A recent report from McKinsey, based on data from the 
Uptime Institute, shows just how significant the issue of 
data center efficiency is likely to be in the years ahead. 

McKinsey makes the mind-numbing forecast that, by 2020, 
the data centers of the world will be pumping more 
greenhouse gases into the environment than the airline 
industry. Of course, it’s difficult to predict how air traffic 
will change over the next 12 years or how travel demands 
will evolve. But it’s a pretty safe bet that the growth in online 
data and applications will continue unabated during the 
same period, and the decisions we make now about the best 
platform for this growth will have some very serious 
implications for the future.
 The jury is still out about whether the System z 
architecture is the best way to improve data center 
efficiencies and reduce the environmental impact of IT. 
Certainly IBM sees a big opportunity to sell the 
environmental benefits of consolidation and virtualization 
in this space, and many of the recent z10 announcements 
have a distinctly green focus.  
 Ironically, one of the ways distributed systems, based on 
commodity processors, have been able to compete with 
large systems technology over the years has been by 
throwing low-cost hardware at any performance problem. 
When hardware was cheap and power was barely an issue, 
raw capacity increases were an ideal way to address the 
problem of performance management without piling on the 
costs. Now that power consumption and heat generation are 
troubling data center managers, the length and breadth of 
the land, the idea of centralized mainframe processing has 
become attractive once again.
 But more than mainframe technology, mainframe-
related skills, such as capacity planning, which are barely 
understood outside the mainframe world, are now 
becoming essential for companies that want to avoid the 
environmental and financial cost of the uncontrolled sprawl 
of server farms. The future of the data center might come 
down to reapplying large systems disciplines to other 
platforms, at a time when those skills are rapidly 
disappearing!

System z Cost Benefits Extend to Slow-Growth Users
 The cost-effectiveness of IBM’s new z10 mainframe is 
standing up well to analysis, even at the lower end of the 
MIPS scale. In the latest issue of Arcati’s “Mainframe Market 
Bulletin,” pricing analyst Barry Graham argues that the 

Green Computing: Look After Those 
Mainframe Skills!
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T
his article is intended to pro-
vide just enough background, 
information, and tutelage to 
get a programmer interested in 

testing the waters in the world of cryp-
tography. Linux on System z applica-
tions provide the perfect playground, 
with the ease of programming in the 
Linux environment and the security 
available in the System z hardware. 
Because the world is changing and data 
encryption is a hot topic, a crypto 101 
project is desperately needed. 

The Building Blocks to Crypto Success
 The Common Cryptographic 
A r c h i t e c t u r e  ( C C A )  a n d  t h e 
CryptoExpress2 Peripheral Component 
Interconnect (PCI) card configured as a 
coprocessor (CEX2C) can meet the 
cryptographic needs of the most 
demanding applications and end-to-end 
enterprise solutions. This software and 
hardware combination opens the door 
for Linux applications running on 
System z to take advantage of the latest 
secure key hardware available today.
 On the hardware side, CryptoExpress2 
is a flexible card you can configure in 
one of two ways. As a coprocessor, the 
hardware can provide a wide array of 
crypto functions. However, if all that’s 
required is high-speed Secure Socket 
Layer (SSL) acceleration, then the 
hardware can be alternatively config-

ured as an accelerator to optimize clear 
key Rivest-Shamir-Adleman (RSA) 
operations, speeding up the computa-
tionally expensive SSL handshake 
operation. The applications use the 
accelerator mode differently and won’t 
be covered here. Each CryptoExpress2 
feature is comprised of two physical 
cards, which can be configured as 
either a coprocessor or an accelerator, 
and used accordingly.
 On the software side, the CCA secu-
rity Application Program Interface 
(API) provides a robust set of function-
ality that can be integrated into custom 
applications to meet the cryptographic 
needs of traditional industries such as 
banking and finance, insurance, gov-
ernment, or virtually any application 
that needs the security only a Hardware 
Security Module (HSM) can provide.
 A broad range of cryptographic 
functions are available to Linux on 
System z applications. The following 
provides a general explanation of the 
more common tasks the CCA library 
supports in conjunction with CEX2C 
hardware:

• Information can be encrypted and 
decrypted using the Data Encryption 
Standard (DES) algorithm in the 
Cipher Block Chaining (CBC) mode 
to enable data confidentiality. 

• Data can be hashed to obtain a digest 
or it can be processed to obtain a 
Message Authentication Code (MAC) 
that can be used to verify the data’s 
integrity. 

• Digital signatures can be created and 
validated to demonstrate both data 
integrity and to form the basis for 
non-repudiation. 

• Personal Identification Numbers 
(PINs) and transaction validation 
codes can be generated, encrypted, 
translated, and verified with a com-
prehensive set of services specifically 
targeted for the finance industry. 

• Various DES and RSA keys necessary 
to perform these operations can be 
generated and managed.

• Initialization and operation of CCA 
can be controlled.

The Environment
 The software is composed of an 
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application development environment 
and a run-time environment. The devel-
opment environment consists of the C 
programming language bindings the 
application uses and includes during the 
development process. The run-time 
software environment is a bit more 
complex, providing the security API, 
the utility programs, and tools needed 
to administer the hardware and applica-
tion, the software needed to access the 
hardware, the key directory or storage 
support services, etc. 
 To put these concepts in a more 
practical light, a customer or vendor 
application requests a cryptographic 
service or function, such as DES encryp-
tion, via the security API by calling a 
function—CSNBENC in this case—
from the application. The custom appli-
cation, written in the C programming 
language, can directly call the functions 
in the provided CCA library to invoke 
the necessary cryptographic functions 
in the secure hardware. 

Keys to Success
 The CEX2C supports storage of two 
master keys in the secure hardware 
boundaries of the card. These are the 
DES and PKI master keys, but they’re 
only the heart of the diverse technology 
that surrounds key management in this 
solution. A deeper dive on keys in gen-
eral, along with key tokens, key labels, 
and key identifiers will certainly inter-
fere with the goal of getting to some real 
code, so simplicity is important. For 
purposes of this example, a key will be 
generated by the hardware random 
number generator, meaning the applica-
tion will get a random key that’s been 
encrypted by the master key in the 
HSM before it’s returned to the applica-
tion; this is known as a wrapped key. 
The wrapped key can be stored in the 
run-time environment’s directory server 
for DES keys. There’s also a directory 
server available for Private Key 
Authentication (PKA) keys. 
 Figure 1 describes the components 
required for deploying an application 
using the CCA run-time environment. 
The diagram shows how the hardware 
and run-time software work together to 
provide a complete cryptographic solu-
tion to the application. The application 
can use the run-time to generate keys, 
store keys in the directory, encrypt data, 
and decrypt data. These basic crypto 
operations support the crypto 101 proj-
ect. A more complete understanding of 
a program flow will develop through 
the code example presented in Figure 3. 

Crypto Services
 With the general run-time building 
blocks described, the next step is to look 
into the development environment and 
how the application can take advantage 
of the available cryptographic functions. 
 An application can call the crypto-
graphic functions provided by the CCA 
library using their entry-point names, 
also known as verbs. Each verb is defined 
in the CCA application programmer’s 
guide, along with its fixed-length param-
eter list. The various verbs are used in 
combination with a highly configurable 
parameter list that provides the means 
for tailoring the cryptographic function-
ality of the verb, and ultimately the appli-
cation, to meet customer requirements. 
The parameter list also is the path for 
passing the success or failure of each 
cryptographic operation by using a sys-
tem of well-documented return and rea-
son codes. Each verb has a seven- or 

eight-character name that begins with 
one of these prefixes to help group the 
verbs by function:

• CSNB, which generally covers the DES 
verbs

• CSND, which designates the RSA pub-
lic-key verbs

• CSUA, which indicates the crypto-
graphic-node and hardware-control 
verbs.

Application Basics
 Encryption is the key for the protec-
tion of data and keeping it from prying 
eyes. The simplest of solutions will need 
to acquire or generate a key, encrypt data, 
and decrypt data. If the stars are lined up 
correctly, and the correct magical incan-
tation is muttered, the data before encryp-
tion and after decryption will look the 
same. This will be the target for success as 
the sample application is built.
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Figure	3:	sample	code—dessamp.c	(continued)

#include <stdio.h> 
#include <string.h> 
#include “csulincl.h”   /* CCA Library */ 

#define KEY_FORM “OP  “ 
#define KEY_LENGTH “SINGLE  “ 
#define KEY_TYPE_1 “DATA    “ 
#define INPUT_TEXT “The quick brown fox jumped over the lzazy dog.”
#define PROCESSING_RULE “X9.23   “ 
#define ICV_SELECTION “INITIAL “ 
#define ALGORITHM “DES     “ 

void main() { 
  static long return_code; 
  static long reason_code; 
  static unsigned char key_form[4]; 
  static unsigned char key_length[8]; 
  static unsigned char key_type_1[8]; 
  static unsigned char key_type_2[8]; 
  static unsigned char kek_key_id_1[64]; 
  static unsigned char kek_key_id_2[64]; 
  static unsigned char des_key_id_1[64]; 
  static unsigned char des_key_id_2[64]; 
  static long text_length; 
  static long padChar; 
  static unsigned char clear_text[50]; 
  static unsigned char cipher_text[50]; 
  static unsigned char result_text[50]; 
  static unsigned char init_vector[8];
  static long rule_array_count; 
  static unsigned char rule_array[3][8]; /* Max 3 rule array elements */ 
  static unsigned char chaining_vector[18]; 

  printf(“Begin cryptographic coprocessor sample program.\n”); 
  /* Initialize values for Key_Generate call */ 
  return_code = 0; 
  reason_code = 0; 
  memcpy(key_form, KEY_FORM, 4);               /* Operational key */ 
  memcpy(key_length, KEY_LENGTH, 8); /* Single length key */ 
  memcpy(key_type_1, KEY_TYPE_1, 8); /* 1st token, DATA key */ 
  memset(key_type_2, 0x00, 8); /* 2nd token not used */ 
  memset(kek_key_id_1, 0x00, sizeof(kek_key_id_1)); /* 1st KEK not used */
  memset(kek_key_id_2, 0x00, sizeof(kek_key_id_2)); /* 2nd KEK not used */
  memset(des_key_id_1, 0x00, sizeof(des_key_id_1)); /* 1st key token init */ 
  memset(des_key_id_2, 0x00, sizeof(des_key_id_2)); /* 2nd key token not used */ 

  /* Generate a DES operational key */ 
  CSNBKGN(&return_code,&reason_code,NULL,NULL,key_form,key_length,key_type_1,
          key_type_2,kek_key_id_1,kek_key_id_2,des_key_id_1,des_key_id_2);      
  if (return_code != 0 || reason_code != 0) { 
    printf(“DES Key Generate failed: “);



 The best way to understand how to 
use the powerful crypto functions of 
CEX2C and CCA cryptographic services 
is to consider an example. Figure 2 shows 
a simple flow for generating a key that’s 
encrypted by the master key stored in 
the card. The sample application uses 
the new secure key to encrypt some 
sample clear text, then decrypt the cipher 
text and verify that the decrypted text 
matches the original sample text. The 
yellow rectangles represent cryptograph-
ic functions provided by the CCA run-
time, which then uses the CryptoExpress2 
coprocessor. The small gray boxes repre-
sent the generated key that’s encrypted 
by the master key stored in the secure 
boundaries of the CryptoExpress2 hard-
ware, represented by the larger gray box. 
The generated key never resides outside 
the confines of the hardware in an unen-
crypted state, so the key can safely be 
stored in memory or a key store while 

the application is doing other things. 
The blue boxes are the clear text and 
cipher text used to demonstrate the suc-
cess and utility of the DES encrypt and 
decrypt functions the CCA library pro-
vides. The original clear text and final 
clear text are compared to validate suc-
cess of the sample application.

Getting the Bits in Order
 Figure 3 presents a code example 
that’s not intended to be a complete 
application; it demonstrates only crypto 
function and flow. If this was an appli-
cation for deployment and not a sample 
program, the return code and reason 
code would need to be identified to pro-
grammatically recover from the failure 
and attempt an appropriate recovery 
path. In a more robust solution, the keys 
are likely to reside in a more permanent 
key store, such as the directory server 
for DES keys shown in Figure 1, and be 

referred to by labels, rather then held in 
an application variable.
 For this example, the key genera-
tion function (CSNBKGN) has only a 
few important parameters that need to 
be set. Return and reason codes are 
used to ensure the successful comple-
tion of the function call. Good pro-
gramming practices demand that all 
parameter variables be initialized 
before the function call and that applies 
for the key generation call. This also 
should include those parameter vari-
ables that aren’t used by a particular 
function call. Here, it’s necessary to 
configure the function call parameters 
with information that demonstrates an 
operational key (key_form = OP) is 
needed, that the key is to be single 
length (key_length = SINGLE), and 
that the key will be used for data (key_
type = DATA). Most important, the 
generated wrapped key also will be 
returned. For simplicity here, the gen-
erated key will be stored in an applica-
tion variable for later use. Refer to the 
programmer’s guide mentioned in the 
summary for a more detailed look at 
what options are available for each of 
the function calls used in the example.
 The DES encryption (CSNBENC) 
and DES decryption (CSNBDEC) func-
tions require the same return and rea-
son code variables used throughout the 
example, along with the key that was 
generated. The encryption operation 
passes the clear text data and returns 
the encrypted data, while the decryp-
tion operation passes the encrypted data 
and returns the clear text data. The 
encrypt and decrypt functions both use 
two other parameters, the rule array 
and initialization vector. The rule array 
is where the encryption algorithm 
(DES), Initial Chaining Value (ICV) 
selection using the initialization vector 
(INITIAL), and the processing rule or 
chaining mode are defined. The initial-
ization vector, which must be the same 
for both encryption and decryption, 
must be set. The first block of data is 
exclusively ORed (XOR logical opera-
tion) with the initialization vector to 
start the cipher block chaining process. 
This might seem a bit complicated, but 
after the sample application is running, 
a review of the documentation will show 
the flexibility of these basic crypto-
graphic verbs. 
 Compiling sample code for an unfa-
miliar technology can sometimes be a 
daunting task. The makefile used to 
compile the sample code is shown in 
Figure 4. A look 
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    printf(“return_code = %ld, reason_code = %ld.\n”, return_code, reason_code);
    return; } 
  else printf(“DES Key Generated successfully.\n”); 

  /* initialize values for DES Encryption call */ 
  return_code = 0; 
  reason_code = 0; 
  text_length = sizeof (INPUT_TEXT) - 1; /* Length of clear text */ 
  memcpy(clear_text, INPUT_TEXT, text_length); /* Define clear text */
  memset(init_vector, ‘\20’,8); /* Initialization Vector */
  rule_array_count = 3; /* 3 rule array elements */ 
  memset(rule_array, ‘\20’, sizeof(rule_array)); /* Clear rule array */ 
  memcpy(rule_array[0], PROCESSING_RULE, 8); /* 1st rule array element */
  memcpy(rule_array[1], ICV_SELECTION, 8); /* 2nd rule array element */ 
  memcpy(rule_array[2], ALGORITHM, 8); /* 3rd rule array element */ 
  memset(chaining_vector, 0x00, 18); /* Clear chaining vector */ 
  memset(cipher_text, ‘\20’, sizeof(cipher_text)); /* Initialize cipher text */
  padChar = 0x00;

  /* DES encrypt the clear text */ 
  CSNBENC(&return_code,&reason_code,NULL,NULL,des_key_id_1,&text_length,clear_text,
          init_vector,&rule_array_count,&rule_array[0][0],&padChar,chaining_vector,
          cipher_text); 
  if (return_code != 0 || reason_code != 0) { 
     printf(“DES Encryption failed: “);
     printf(“return_code = %ld, reason_code = %ld.\n”, return_code, reason_code);
     return; } 
  else printf(“DES Encryption successful.\n”);

  /* Initialize values for DES Decryption call */ 
  return_code = 0;
  reason_code = 0; 
  memset(init_vector, ‘\20’, 8); /* Initialization Vector */
  memset(chaining_vector, 0x00, 18); /* Clear chaining vector */
  memset(result_text, ‘\20’, sizeof(result_text)); /* Initialize result text */

  /* DES decrypt the cipher text */ 
  CSNBDEC(&return_code,&reason_code,NULL,NULL,des_key_id_1,&text_length,cipher_text,
          init_vector,&rule_array_count,&rule_array[0][0],chaining_vector,result_text); 
  if (return_code != 0 || reason_code != 0) { 
    printf(“DES Decryption failed: “);
    printf(“return_code = %ld, reason_code = %ld.\n”, return_code, reason_code);
    return; }
  else printf(“DES Decryption successful.\n”); 

  if (strncmp(clear_text, result_text, text_length) != 0)
    printf(“Cryptographic coprocessor sample program ended in failure.\n”);
  else printf(“Cryptographic coprocessor sample program ended in success.\n”);
}=

Figure	3:	sample	code—dessamp.c (Continued on page 78)



There’s more to database auditing 
than simply reporting what hap-
pened to the database last week. 

Today, a database auditing tool would 
be considered lacking if it couldn’t iden-
tify exactly what data in the database 
had been changed, when the change 
occurred, what application or transac-
tion made the change, where the appli-
cation had been initiated from, and who 
initiated the application or transaction. 
But that’s not all. It should be able to 
identify in real-time—not just histori-
cally—when a company policy has been 
violated—meaning when someone is 
deleting data they aren’t authorized to, 
or even when someone is behaving in 
an unusual way (such as browsing files 
that aren’t part of their projects). Finally, 
the audit software should then respond 
in a way that’s policy-driven (e.g., creat-
ing an alert).
 Why audit your database? Is this 
another boring, unnecessary task your 
overworked IT department will eventu-
ally get around to? Definitely not. Your 
data, the information sitting in your 
database, is among your company’s most 
valuable assets. If it were in any other 
form, you’d lock it in a vault protected 
by security cameras so you could see 
who went near the vault, who entered it, 
and who physically examined your 
asset. That, metaphorically speaking, is 

what database auditing tries to provide. 
It ensures the integrity of your data.
 Database auditing has moved a long 
way from being a glorified reporting 
tool, and regulations have driven much 
of that evolution. A result of corporate 
scandals and the need to ensure com-
panies apply best practices, the regula-
tions have emerged at multiple levels, 
including:

• Industry, where the Payment Card 
Industry (PCI) is an example

• State, where California’s SB 1386 is an 
example

• Federal, where the Sarbanes-Oxley Act 
(SOX) and Health Insurance 
Portability and Accountability Act 
(HIPAA) are examples

• International, where examples are the 
Directive 95/46/EC of the European 
Parliament, the Council of 24 October 
1995 on privacy, and the Japanese 
Financial Instruments and Exchange 
Law (FIEL). 

 Because compliance failures can be 
expensive, each organization must 
ensure its database auditing policy sup-
ports applicable regulations or frame-
works. 
 The simplest type of database audit-
ing involves reading database logs. While 
it would be easy to produce a report 

about what happened to the database, 
this wouldn’t really satisfy our initial dis-
cussion of the characteristics of a good 
auditing tool because it would always be 
historical. It couldn’t warn us that a poli-
cy violation was occurring in our data-
base—only that one had occurred. It also 
would be unable to warn us if unusual 
activity was occurring. For example, if 
someone without appropriate authoriza-
tion was changing the payroll file, we’d be 
unaware of it until the log files were ana-
lyzed the next day or next week. The logs 
don’t include all the information that’s 
needed for an audit. So, for example, if 
someone were to read sensitive data, this 
unauthorized activity wouldn’t appear in 
the re-do logs. The final problem with 
log data is that much of it isn’t intended 
for monitoring or auditing purposes, so 
time is wasted while this additional data 
is read.
 DB2 and other databases come with 
their own trace utilities you can use to:

• Produce batch reports using trace 
records

• Access trace information online.

 Running a particular trace gives you 
access to specific information. However, 
producing batch reports after the event 
means you’re still not able to identify 
policy violations as they occur. Online 
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access gives you immediate informa-
tion. So this would seem to be the solu-
tion, but there’s an additional problem 
with using trace utilities: the amount of 
processor resources they use. DB2, for 
example, provides six types of trace: 

• Accounting trace provides informa-
tion about the execution of DB2 appli-
cation programs.

• Audit trace provides information 
about DB2 Data Definition Language 
(DDL), utilities, security, and modifi-
cations to data. 

• Global trace gives information about 
the servicing of DB2. 

• Monitor trace has information about 
DB2 and DB2 application programs. 

• Performance trace records informa-
tion about DB2 events.

• Statistics trace has information about 
resources used by DB2. 

 To reduce the CPU overhead and 
refine what information is produced, 
each trace can be broken down into 
classes. DB2’s audit trace lets you audit 
all executions of DB2 utilities, or all 
instances in which an authorization fail-
ure occurs, and other specific areas. 
When all audit trace classes initiate, 
there’s an estimated 10 percent CPU 
overhead (according to the latest IBM 
DB2 performance monitoring and tun-
ing guide). Global trace is much worse. 
Using global trace can add a whopping 
100 percent CPU overhead to a DB2 
subsystem.
 Using trace utilities also forces 
changes to database schema because the 
audit data is itself stored inside the data-
base being monitored.
 You also can use trigger-based audit 
applications to monitor what’s happen-
ing with a database and produce an 
audit trail of events. The advantage of 
using these applications is that they 
don’t consume much CPU, and they 
alert you when a specified event occurs. 
So, for example, changing payroll data 
could be the trigger that sets off an 
alert, or, for example, when data in a 
particular table is modified. While this 
sounds like a good solution, there are 
problems with these applications, too:

• They can be difficult to correctly 
code.

• They can be disabled by the DBA or 
other super users.

• You can’t trigger an activity based on a 
read.

 So, as with log-based auditing, trig-

ger-based auditing is useful only for 
auditing modifications to a file, not 
simple reads.
 Because of the overhead involved in 
running trace utilities and other DBMS-
based activities, another solution to 
database auditing is to audit conversa-
tions between clients and the database. 
This involves monitoring network traf-
fic. Its advantage is that you save on the 
overhead associated with database 
auditing and you can tell who did what 
and when. The drawback to this 
approach is that only activity going 
across the network that’s unencrypted 
can be audited. In addition, anyone 
directly logged in to the database, such 
as the DBA, won’t have their activity 
audited. A successful auditing solution 
must be able to capture all activity on 
the database, including networked 
applications as well as mainframe-resi-
dent ones. It also should monitor the 
activity of database utilities.
 Another method is to copy the infor-
mation in one table to another table 
prior to a change being made to the 
data in the original table. In this way, 
unauthorized changes to data can be 
identified and backed out. This isn’t a 
good solution to auditing problems 
because it doesn’t identify a user who 
views but doesn’t change data that user 
isn’t authorized to see. Also, there’s no 
protection for the original data; it would 
be possible for the DBA, for example, to 
make changes and ensure there was no 
visible audit trail.
 The trouble with many of the audit-
ing solutions previously mentioned is 
that a technician must install and run 
them. Some even need someone techni-
cal to write them. At most sites, the 
DBA is responsible for database perfor-
mance. DBAs handle all database-relat-
ed activities, so they’re often asked to 
run audits. If your audit software can 
identify any policy violations on your 
database, and your DBA is the person 
responsible for a policy violation, what 
do you do? That’s why it’s important to 
separate auditing the database from 
daily database activity. If you don’t, 
you’re not complying with regulations 
that require segregation of duties.
 If you want to run monitoring soft-
ware on the mainframe, it’s necessary to 
keep the performance impact minimal. 
To do so, you should:

• Optimize code for performance.
• Run the code in central storage, where 

it will contribute to MIPS and MSUs 
consumed, but should be offloaded to 

IBM specialty processors such as the 
IBM System z9 Integrated Information 
Processor (zIIP) for a huge reduction 
in the cost of running the software.

• Avoid having the software use CPU-
hungry DBMS utilities.

• Minimize the impact on the processor 
by having auditing data about data-
base usage analyzed and stored off the 
mainframe; you can use less-expensive 
Windows or Linux processing to ana-
lyze the data.

 The off-mainframe platform must 
have enough storage to hold, for a use-
ful period, all data the auditing software 
produces. Depending on how often the 
data was analyzed and how much was 
produced, this could be a day’s worth or 
a week’s worth. Figures of around two to 
four billion database transactions have 
been suggested as a suitable size. 
Obviously, old data also would need to 
be kept available, though not necessarily 
stored on the platform. So, the next 
component required would be links 
with archiving hardware and software. 
A sensible example might be an inte-
grated interface with IBM Tivoli Storage 
Manager (TSM) and EMC Centera 
hardware. Because this archived audit 
data contains business-sensitive infor-
mation, it’s important that it be stored 
in an encrypted form.
 Auditing software must know what it 
has to audit. Somewhere, the access poli-
cies need to be defined. It makes sense 
for this to be done off-mainframe. Once 
the policies are in place, it’s easy for the 
software analyzing the auditing data to 
identify policy violations and unauthor-
ized activities. The software can quickly 
identify anomalous behavior once it has 
a baseline of normal behavior. It can 
then automatically respond to any inci-
dents in a user-prescribed way, which 
may be simple logging of what’s happen-
ing or sending alert messages to security 
staff. The software must be able to track 
and manage incidents and allow subse-
quent forensic analysis of exactly what 
was going on in the DBMS at the time of 
the incident.
 Finally, successful auditing of DBMSs 
requires managing database security 
policies from a central location. In these 
days of multi-platform computing, it 
would be useful if a single policy could 
be applied to both mainframes and 
other platforms from a single location. 
It also would be useful to have a single 
view of what was happening to all the 
DBMSs a company was using—a single 
view of all the 
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at the compile and link options will pro-
vide a foundation for future CCA appli-
cation development. Once the sample 
application is created, it can be run 
from the command line; the flow can be 
tracked, and the success validated. The 
output of the code in Figure 3 is shown 
in Figure 5.

Secure Key API Extensions
 As early adopters considered the idea 
of secure key applications, it became evi-
dent that the CCA library wasn’t going to 
meet the needs of all Linux on System z 
customers. A subset of CCA functions 
was included in the OpenCryptoki 
(PKCS#11) offering for Linux on System 
z. Once that occurred, it was apparent 
that the same subset of functions worked 
from within Java, too, using Java 
Cryptographic Extension (JCE) and the 
IBMPKCS11Impl provider. The functions 
successfully used by customer applica-
tions include key generation, encryption 
and decryption for DES, Triple DES 
(TDES), and RSA. This limited subset of 
function seems to open the door to the 
type of Web applications customers cur-
rently run in this environment.

Summary
 The CryptoExpress2 coprocessor 
with the CCA library brings a new level 
of security to Linux applications run-
ning on System z. Access to a Federal 
Information Processing Standards 
(FIPS)-validated HSM on a physically 
secure platform opens the doors for the 
consolidation of distributed applications 
to an enterprise class server environ-
ment. The end-to-end security, continu-
ous reliability, and energy savings 
attributed to System z make it the new 
platform of choice for deploying distrib-
uted applications that require secure 
key technology. To learn more, visit 
ibm.com/security/cryptocards/ and 
select “PCI-X cryptographic coproces-
sor.” This link will provide pointers to a 
hardware overview and summary, CCA 
overview, programmer’s guide, and the 
download for the CCA library. Z
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#/**********************************************************************/ 
#/* Function   : Makefile for CCA C DES sample program              */ 
#/**********************************************************************/ 
#/* Definitions                                                   */ 
#/**********************************************************************/ 
CC = gcc 
CFLAGS = -Wall -I../include 
LFLAGS = -lcsulsapi -lcsulsecy -lds30 -lcsulcall -lxcryp 
TARGET = DESSamp 
SOURCE = $(TARGET).c 
#/*********************************************************/ 
#/* Dependencies and actions                           */ 
#/*********************************************************/ 
all:    $(TARGET) $(TGT2) 
#/*********************************************************/ 
#/* Compile DES sample                                 */ 
#/*********************************************************/ 
$(TARGET):  $(SOURCE) 
        $(CC) $(CFLAGS) -o $(TARGET) $(SOURCE) $(LFLAGS) 
#/*********************************************************/ 
#/* Cleanup DES sample                                */ 
#/*********************************************************/ 
clean: 
        rm -f $(TARGET) 

Figure	4:	makefile	

[user1]# ./DESSamp 
Begin cryptographic coprocessor sample program. 
DES Key Generated successfully. 
DES Encryption successful. 
DES Decryption successful. 
Cryptographic coprocessor sample program ended in success.

Figure	5:	sample	run	

Secure Key Cryptography
(Continued from page 75)

database audit details.
 In summary, successful auditing and 
regulatory compliance calls for:

• Proactively monitoring a database
• The ability to identify any activities 

that seem anomalous or that violate 
corporate policies

• Initiating a policy-based action (such 
as issuing a security alert)

• The ability to monitor activity on the 
database by application or by role, 
including privileged users, application 
subsystems, etc.

• Automated, centralized auditing to 
ensure  the necessary dated is collect-
ed and in one place.

 Performing the data analysis and 
reporting off the mainframe can greatly 
reduce the CPU overhead associated 
with auditing. Moving mainframe-based 
processing to zIIPs can reduce the 
impact on central storage processors 
even further. Working at the database 
level and recording all events overcomes 
the problems of lack of information 
associated with using log data. It means 
the database is monitored in real-time 
rather than historically and appropriate 
actions can be immediately taken. 
Working this way avoids the disadvan-
tages of triggers, it doesn’t require cod-
ing, and it can’t be circumvented by 
super users. By monitoring the DBMS 
itself and not the network traffic associ-
ated with it, information from main-
frame-based applications, networked 
applications, and database utilities can 
all be audited. Audit software must be 
able to identify users who browse data 
as well as those who change data. 
 While auditing might appear to be 
an unwanted additional expense, it’s an 
important component of the organiza-
tion’s security, risk management, and 
compliance policies. It helps the organi-
zation ensure its data integrity and 
reduces opportunities for illegal or poli-
cy-violating activities. Z
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of knowledge on x86 processor extensions, LUN mapping 
techniques, and the vulnerability of RAID schemes as drive 
size capacities exponentially increase.
 It isn’t us vs. them, and it probably never has been. The 
entire big iron vs. distributed systems war was manufactured 
by the vendors. In many ways, the current history of 
computing is about how two architectural models can be 
combined to get the best each world has to offer. I have yet 
to meet a distributed computing advocate who doesn’t wish 
he had the management toolsets that are built into 
mainframe architectures. By the same token, I’ve talked to 
very few mainframers who aren’t interested in improving 
their ability to rapidly adapt to changing business needs or 
play with cool widgets and gadgets that keep popping up in 
distributed systems.
 The one thing all computing professionals seem to have 
in common is that they’re all geeks at heart. Witness all the 
IBM executives who were carted out in front of analysts and 
journalists in April to discuss “mashups” as a user-
empowering application development methodology. The 
idea of a mashup is to use discrete code building blocks to 
create new application software. Making the process user-
friendly supposedly democratizes the application 
development process.
 From where I’m sitting, mashups can be either a road to 
Hades that’s paved with good intentions (is giving 
application development to users really such a good idea?) 
or a cool remedy for the rift that has descended between the 
front and back offices in many companies. The latter will be 
the case only if we’ve learned the hard lessons gleaned from 
the move into a distributed computing world, a move that 
threw out the baby with the bathwater in terms of effective 
systems management. I’m sure hoping we have and the E-
STORM experience suggested it is so.
 If you’re still reading, I offer only this as a conclusion to 
this month’s column. Whenever you sense a vendor 
marketing brochure or advertisement is setting up either 
mainframe or x86 computing as a whipping boy, clip the ad 
and mail it back to the vendor in question. Attach a note 
that says simply and clearly, “Them is us.” Z

About the Author
Jon William Toigo is a 25-year veteran of IT and the author of 13 books. He also is 
CEO and managing principal partner of Toigo Partners International, an analysis and 
consulting firm serving the technology consumer in seven countries. 
Email: jtoigo@toigopartners.com; Website: www.it-sense.org

Them Is Us

L
ast month, I had the pleasure of speaking at a meeting of 
the Cleveland, OH-based IT user group, E-STORM. 
E-STORM is a pure grassroots effort that brings together 

IT professionals from every level of Ohio companies—from 
managers to storage administrators, and from mainframers 
to Web server jocks.
 The amazing thing to see was how well everyone got 
along. Advocates of x86 virtualization strategies were 
comparing notes with z/OS-philes who talked about PRISM, 
LPARs, and Sysplex.  Mainframe backup mavens were 
sharing war stories with distributed system data protectors 
and explaining how to create backups as batch processes 
that would complete within the operational windows. Dogs 
and cats living together . . . .
 After my talk, a young guy came up to thank me for 
including mainframes in my discussion as a relevant 
technology. He said that he was tiring (as am I) of both the 
mainframe is dead dogma, and of the mainframe is not dead 
stories he occasionally reads in the trades. He focused on 
mainframes in his university education and cultivated a set 
of skills in mainframe systems programming that he took 
for granted as enabling him to put food on his family’s table 
for the rest of his career. A mainframe, after all, is just 
another platform, we agreed, well-suited to performing 
certain tasks from a price and performance perspective, just 
as x86 is suited to other jobs.
 I wish the marketing folks for system vendors, both big 
and little iron, could have been at this meeting. They might 
have learned a few things, both about real-world technology 
and about the people who use the tools. The facts seem to 
be getting lost in their product messages.  
 Mainframe folk aren’t “cumudgeony grandpappies” prone 
to lengthy ruminations about the way they did things back 
then, at the dawn of the computer revolution. Sure, their 
jokes about punch cards, tape reels, and disk packs may 
sound a tad dated, but that’s because, like most IT folks, 
they get fed through a slot in the bottom of the door at 
work. Ask them about world politics, the Democratic 
primaries, or global warming, and they will give you some 
rather current and probative opinions.
 Nor are the distributed system folk condescending, little 
upstarts who diss their elders by wearing iPod headsets 
when you try to talk to them. They might find certain buzz 
technologies, such as XML, SOAP, and Web services, kind of 
cool. But, once you get past the marketecture, you might 
just find you’re dealing with some rather impressive depth 
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